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ABSTRACT

Bridging the microscopic/individual and macroscopic/emergent modelling scales in crowd dynam-
ics constitutes an important, open challenge for systematic numerical analysis, optimization, and
control. Here, we propose a combined manifold and machine learning approach to learn the discrete
evolution operator for the emergent/collective crowd dynamics in latent spaces from high-fidelity
individual/agent-based simulations. The proposed framework builds upon our previous works on
the development of next-generation Equation-free algorithms for dealing with the “curse of dimen-
sionality” when learning surrogate models for high-dimensional and multiscale systems. The pro-
posed approach is a four-stage one, explicitly conserving the mass of the reconstructed dynamics
in the high-dimensional space. In the first step, we derive continuous macroscopic fields (densi-
ties) from discrete microscopic data (pedestrians’ positions) using Kernel Density Estimation. In the
second step, based on manifold learning, we construct a map from the macroscopic ambient space
into an appropriate latent space parametrized by a few coordinates based on Proper-Orthogonal
Decomposition (POD) of the corresponding density distributions. The third step involves learning
reduced-order surrogate models in the latent space using machine learning techniques, particularly
Long Short-Term Memory (LSTMs) networks and Multivariate Autoregressive models (MVARs).
Finally, we reconstruct the crowd dynamics in the high-dimensional space in terms of macroscopic
density profiles. We demonstrate that the POD reconstruction of the density distribution via Singular
Value Decomposition conserves the mass. With this “embed — learn in latent space — lift back to
the high-dimensional space” pipeline, we create an effective solution operator of the unavailable (at
the macroscopic scale) Partial Differential Equation for the evolution of the density distribution. For
our illustrations, we use the Social Force Model to generate data in a corridor with an obstacle, im-
posing periodic boundary conditions. The numerical results demonstrate high accuracy, robustness,
and generalizability, thus allowing for fast and accurate modelling/simulation of crowd dynamics
from agent-based simulations. Notably, linear MVAR models surpass nonlinear LSTMs in predic-
tive accuracy, while also offering significantly lower complexity and greater interpretability.
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1 Introduction

An important open challenge in the modelling of human crowd dynamics lies in bridging across the different modelling
scales. Typically, models are formulated at three distinct levels: the microscopic (individual), mesoscopic (kinetic),
and macroscopic (hydrodynamic) scales. Microscopic models describe the detailed behavior of individual pedestrians
using agent-based approaches, such as the Social Force Model (SFM) [1] and its variants (see e.g. [2, 3]), cellular
automata [4—6], etc. The mesoscopic scale serves as an intermediary between the microscopic and macroscopic
approaches [7-16]. At the macroscopic scale, modelling describes the emergent/collective behavior of crowds. For
instance, in the seminal work of Hughes [17], the author models crowd dynamics by coupling a conservation law
with an eikonal equation to represent how individuals choose paths based on a potential field. Moreover, in [18] the
authors proposed nonlocal conservation laws for traffic and crowd dynamics, where the flux depends not only on local
density but also on averaged information from the surrounding region. In [11], a framework for macroscopic crowd
models was presented based on balance laws and kinetic theory, emphasizing how individual-level interactions give
rise to complex collective behavior. More recently, [16] highlights new trends such as multiscale coupling, behavioral
heterogeneity, and nonlocal interaction kernels.

A major objective, when high-fidelity microsocpic/individual/agent-based simulators and/or detailed experimental
data are available, is to derive mesoscopic or macroscopic models that can then be used for numerical analysis, opti-
mization and control of the emergent/collective dynamics, for instance, in the optimal design of spaces, the reduction
of evacuation times, and the control of the flows [9, 11, 19-24]. In this context, kinetic models serve as an intermediate
bridge. They are typically derived analytically using statistical mechanics techniques, starting from microscopic inter-
action rules. These kinetic formulations, in turn, facilitate the derivation of macroscopic (continuum) models through
asymptotic methods [10, 16].

The transition from high-dimensional agent-based representations to macroscopic or hydrodynamic descriptions is
commonly achieved through closure techniques. These methods establish relationships between higher-order moments
of the microscopic distributions and a limited, smaller set of lower-order moments that capture the observable emergent
behavior [25-27]. However, such closures inherently rely on assumptions that introduce biases both for modelling and
analysis tasks. Typically, these assumptions include infinitely large populations, homogeneous agents, and uniform
and/or local interaction networks, but also unknown “behavioral” characteristics, which can significantly impact the
accuracy and validity of collective-level analyses.

Recently, data-driven computational approaches based on physics-free machine learning (ML) have been employed for
modelling, numerical analysis, and control of pedestrian, crowd, and traffic dynamics. In this context, a wide range of
ML architectures has been explored, including deep neural networks (DNNs) [28], Long Short-Term Memory (LSTM)
networks [29, 30], Generative Adversarial Networks (GANs) [31, 32], Convolutional Neural Networks (CNNs) [33—
35], and reinforcement learning methods [36, 37]. For a comprehensive review of these and related ML approaches,
see [38]. These approaches have proven effective in forecasting individual and group trajectories within the framework
of time-series modelling and forecasting, without relying on physics-based formulations. However, at the same time,
such approaches lack interpretability and, importantly, do not incorporate information of the global spatio-temporal
emergent dynamics, such as density fields, that are essential in modelling crowd dynamics.

An alternative data-driven paradigm that bypasses the need to explicitly learn surrogate models is the Equation-free
multiscale framework [39]. By appropriately coupling on-demand microscopic simulations with coarse-graining, or
“restriction”, and subsequent fine-graining, or “lifting”, this approach builds a coarse time-stepper for the evolution at
the macroscopic scale, thus bypassing the need for analytically derived continuum equations [40—-44]. Although the
equation-free framework enables powerful multiscale numerical analysis and control, it is fundamentally based on the
on-demand construction of local discrete maps rather than on deriving a global macroscopic model of the crowd or
collective dynamics (for example, a mass-conserving partial differential equation (PDE)). That reliance on local maps
reduces interpretability and physical insight, and it hinders reliable generalization in long-term simulations.

To address the aforementioned challenges, a few recent studies have utilized physics-informed neural networks
(PINNS) [45] including physics-informed neural operators (NOs) [46, 47] for solving the inverse problem, i.e., that
of constructing hybrid models in the form of “grey-box” PDE models from data [25, 27, 47-49]. Such an approach,
combines ML with underlying knowledge of physical principles, such as conservation laws [50] and closures [51], to
create hybrid models that can both predict the spatio-temporal dynamics and ensure physical consistency, even under
data scarcity. In the context of crowd dynamics, PINNs have been employed to construct both gray-box hydrodynamic
PDE:s [52] as well as for discovering the physics/rules governing interactions and motion at the microscopic level [53].
However, while PINNs provide an effective way to incorporate physical constraints and knowledge into ML models,
they can also introduce biases due to their reliance on predefined forms of PDEs. Moreover, a key physical property
in crowd modeling, mass conservation, is typically not enforced explicitly, but rather imposed as a soft constraint
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through the loss function [50, 54, 55]. This indirect enforcement can limit the generalizability and physical reliability
of PINN-based models, particularly in heterogeneous or unforeseen scenarios where the true dynamics deviate from
the assumed PDE forms.

For learning classes of PDEs that incorporate conservation laws—such as those found in crowd dynamics—the use of
black-box DNNs and black-box NOs [27, 55-59] is inherently problematic. These models often lack physical con-
sistency, particularly in preserving conservation laws, which are usually enforced only as soft constraints in the loss
function. In addition, their training suffers from low approximation accuracy due to the “curse of dimensionality”,
potentially leading to unphysical predictions and numerical instabilities during long-term simulations. Thus, to deal
with that problem, RiemannONets were recently presented in [60], which are NOs based on DeepONets to solve
Riemann problems encountered in compressible flows, thus enforcing the preservation of conservation laws. Towards
solving the inverse problem, we have recently proposed GoRINNSs [61], neural networks coupled with Godunov nu-
merical schemes and Riemann solvers for learning hyperbolic PDEs that explicitly respect the conservation laws by
construction.

It is important to note, however, that despite the long-standing tradition of modeling crowd dynamics through (hy-
drodynamic) PDEs, such formulations inherently rely on an “infinite-size” assumption. In realistic settings involving
crowds of moderate or finite-size, this assumption often breaks down. Finite-size effects, such as spatial heterogeneity,
individual interactions, and boundary influences, can dominate the dynamics, rendering continuum PDEs insufficient
for accurate, quantitative predictions of real-world crowd behavior. Here, inspired by the Equation-free multiscale
framework [39], and building on our previous recent works, on what we call next-generation Equation-free algorithms
based on both manifold learning and machine learning [27, 42, 47, 62—-64], we present a computational framework, to
learn the discrete evolution operator of the emergent dynamics in latent spaces from high-fidelity microscopic simula-
tions of crowd dynamics. The proposed framework bridges the microscopic and macroscopic modelling scales, while
explicitly preserving the underlying conservation law of mass in the ambient space. The methodology is deployed
in four main stages. First, we map discrete microscopic distributions to continuous macroscopic representations (i.e.,
density fields). Second, we project the macroscopic fields into a low-dimensional latent space using Proper Orthogo-
nal Decomposition (POD). Third, we learn surrogate reduced-order models (ROMs) in this latent space using discrete
autoregressive maps: both linear Multivariate Autoregressive models (MVARs) and nonlinear LSTM models. These
autoregressive models with lags implicitly implement a delay coordinate embedding, aligning with Takens’ theorem
[65] for reconstructing the phase-space structure (here in the latent space). The concept of the approach (i.e., using
POD embeddings and neural networks taking as inputs delayed time series for learning the dynamics of PDEs in
latent spaces) can be traced back to the early 90s [66, 67] (see also results and discussion in [62, 63, 67-69]). In
crowd dynamics, behavioral characteristics such as pedestrian target paths and decision-making, or path optimization
constitute the “unobservable” states, driving the observable positions/velocities and therefore the density field of the
crowd; delay embeddings (as used implicitly in autoregressive models) have the potential, due to the Takens’ theorem,
to reconstruct the effective phase space containing these (unobservable) latent dynamics. Finally, we lift the learned
latent-space dynamics back to the high-dimensional macroscopic space via the POD basis. Crucially, this configura-
tion ensures explicit mass conservation—a key physical constraint for any effective continuum description. For our
numerical experiments, we employ the Social Force Model (SFM) [70] to simulate pedestrian flow within a rectangu-
lar corridor containing an obstacle, under periodic boundary conditions. The performance and generalization ability
of the proposed framework are assessed on unseen initial conditions.

2 Methodology

2.1 Problem Statement

In this framework, we consider the problem of bridging the scales in crowd dynamics with particular focus on de-
riving ROMs from detailed, high-dimensional, agent-based simulations of pedestrian flows. This derivation involves
reconstructing on demand the spatio-temporal dynamics under the strict constraint of mass conservation.

We utilize a detailed simulator that models the dynamics of a human crowd, consisting of N pedestrians moving
within a domain Q C R2. The state of each pedestriani € {1,..., N} is characterized by its position x; = x;(t) =
(z;(t),y:(t)) and velocity v; = v;(t) = (viz(t), viy(t)), and also a set of “behavioral” variables u; = u;(t) € R®,
which may include phenomena such as decision-making strategies, herding behavior, but also panic and irrationality
[20, 71-74], where b € N is the number of behavioral traits modeled for each pedestrian. Additionally, we introduce
an auxiliary variable z; € R? to denote the rate of change of the behavioral variables u;. Then, the evolution of the
position, velocity and behavior of each pedestrian is modelled by an individualistic/agent-based model, inspired by
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pseudo-Newtonian/molecular/Brownian dynamics formulations [16, 75], expressed in the general form:
du; dz

dt = Zi, d_tZ = Z ’llbi(xiﬁvi?ui’x‘j?Vj?uj)? (1)
JEQ;

dx; dv;

dtl - Ve d_; N ; & (Xi, Vi, Wi, X5, Vi, uj), @)
J i

where j refers to all pedestrians within the interaction domain of the i-th pedestrian €2;, and v;(+), ¢,(-) denote pseudo-
acceleration terms incorporating interaction rules. The majority of models in this category are based on the celebrated
social force model (SFM) for pedestrian dynamics [1, 16], which was proposed in the mid-1990s.

In contrast, at the macroscopic scale, crowd dynamics are typically described using phenomenological continuum
models, most often formulated as PDEs. These models capture the collective behavior of large-scale pedestrian flows
and are grounded in the theories of hydrodynamics and continuum mechanics. Well-known examples include the
so-called Hughes model [17] and multi-population nonlocal models [18]. However, such modelling approaches rely
on several simplifying assumptions in order to derive algebraic closure relations that link individual-level motion with
density-scale dynamics. These assumptions often include, for example, that pedestrian speed depends solely on the
local total density, that individuals aim to minimize travel time while avoiding congestion, or that their motion is
guided by a potential field directing them toward their destination.

To address the limitations of phenomenological continuum models, several data-driven computational methods have
been introduced to construct macroscopic hybrid models in the form of “black-box” or “grey-box” PDE models
[25, 27, 48, 49, 55-59]. These methods are predominantly based on DNNs/NOs, thus suffering from the “curse
of dimensionality” that is inherent in their training. To circumvent this challenge, learning ROMs in well-constructed
latent spaces is crucial, since it significantly lowers computational cost while capturing the essential dynamics. These
ROMs must also inherently preserve fundamental principles like mass conservation, ensuring physical accuracy in the
reconstructed space. Towards this goal, we aim at bridging high-fidelity microscopic/agent-based simulations and/or
experimental/real-world data with macroscopic scale modelling, using ROMs that preserve mass conservation, within
the framework of learning discrete operators/coarse-timesteppers [39].

The proposed methodology, presented in detail in the following section, is based on our previous efforts to develop
what we call the next generation Equation-free (EF) framework [27, 42, 62—64]. This framework deals with the “curse
of dimensionality” by learning surrogate ML models in appropriate latent spaces emerging from the complex spatio-
temporal dynamics of high-dimensional systems. It originates from the Equation-free approach [39], which enables
high-dimensional simulations to perform system-level numerical analysis tasks on an appropriate latent space. This is
achieved via the construction of a lifting operator L and a restriction operator R bridging the gap between states in a
high-dimensional space, say u(t) € R, and states in a latent space, say y,(t) € R?, with d < M, as:

u(t) = L(ya(t)) and ya(t) = R(u(t)). ©)
These operators are used to construct a coarse-timestepper, the discrete evolution operator at the latent space, Fj; :
R? — R defined as:

ya(t +0t) = R((pm(ﬁ(u(t)))) = Fyi(ya(t)), “®

where ®5; : RM — RM is the evolution operator at the high-dimensional space. In this work, we learn the dis-
crete evolution operator Fj; using autoregressive ROMs, thus effectively learning ® A, via the restriction and lifting
operators, as:

u(t + At) = E(th (R(u(t)),..., Ru(t - w&t)))), )
where the learned ROMs account for w delayed embeddings R(u(t — jét)) forj =1,..., w.

A key distinction between our proposed next generation EF and the traditional EF framework is that, in the latter, one
constructs local (numerical) maps and computes the quantities needed for bifurcation analysis on demand via short
bursts of microscopic simulations to bridge detailed simulations and emergent dynamics (captured usually by a few
moment distributions). In contrast, our proposed method learns a “global dynamical model” in Eq. (5) via ML from
long-term, high-fidelity simulations spanning the entire phase space, in low-dimensional latent spaces. This global
dynamical-systems-based perspective enables the use of both linear (such as POD) and nonlinear manifold-learning
techniques (such as Diffusion maps [76, 77]), and techniques for the solution of the pre-image problem, such as
geometric harmonics [78, 79] or autoencoders [80, 81], to construct maps between the high-dimensional and the latent
space. The methodology is described in detail in the following section.

The key advantage of our next generation EF framework is its ability to circumvent the need for explicit derivation
or closure assumptions in PDEs—a process that inherently introduces biases in modelling crowd density dynamics.
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Instead, it directly learns the “actual” evolution operator in Eq. (5)—the map that advances observed macroscopic
distributions (here the density) forward in time. This learned operator, embedded within computationally efficient
linear or nonlinear autoregressive ROMs (MVARs or LSTMs, respectively), effectively encodes the complex, often
analytically intractable, dynamics of the crowd. By focusing on learning how densities evolve (the evolution operator)
rather than learning governing equations in the form of PDEs, the method circumvents the significant challenges of the
“curse of dimensionality” associated with DNNs/NOs training of such PDEs. The resulting ROMs thus act as practical,
data-driven surrogates that implicitly contain the action of the unknown PDE’s solution operator, enabling accurate
prediction of future crowd states solely from observed density snapshots. Importantly, we demonstrate that for the
proposed configuration, the POD approach (used for identifying the latent space) conserves explicitly the mass of the
reconstructed density field resulting from the ROMs. An explicit mass conservation of the continuum representations
is an essential physical constraint for any credible surrogate model of crowd dynamics.

2.2 The proposed ML framework

The proposed methodology consists of four main steps. First, we map the discrete distributions of pedestrian positions
into continuous density fields defined on a spatial grid using KDE [82]. Second, we construct a restriction operator to
project the resulting density fields into an appropriate latent space. For this purpose, we employ the POD [83] method
on normalized density profiles across the computational domain, ensuring that mass conservation is preserved in the
reconstructed fields. Third, within the POD latent space, we train surrogate autoregressive ROMs using MVAR and
LSTM time-series forecasting models to capture the complex dynamics present in the data. Finally, in the fourth step,
we lift the latent ROM dynamics back to the macroscopic density ambient space by solving the pre-image problem.
In the case of POD, this [ifting step is computationally inexpensive, as it reduces to a simple linear projection onto the
ambient space using the stored orthogonal basis. A schematic overview of the methodology is shown in Fig. 1.

dx; dv;
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Figure 1: Schematic of the proposed methodology. First, microscopic distributions of pedestrian positions are mapped
to macroscopic density fields (Step 1) and embedded into a latent space using POD (Step 2). Second, surrogate
reduced-order models (MVARs and LSTMs) are trained in this latent space to capture and forecast the complex dy-
namics (Step 3). Finally, the learned dynamics are lifted back to the high-dimensional density fields via linear projec-
tion with the constructed POD basis (Step 4).
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2.2.1 From discrete pedestrian positions to continuous density fields

The initial step in our framework involves constructing a continuous density field from the discrete positions of pedes-
trians. Given microscopic observations, obtained by agent-based simulators in the form of Eq. (1, 2) or experimental
data, macroscopic continuous quantities are typically derived via local averaging at each point of the spatial domain
where the crowd moves. Here, we start from N pairs of pedestrian positions {x;(t)}2; C € in a rectangular domain
Q = [a,b] x [c,d] C R, as obtained by the SFM microscopic simulator, detailed in Appendix A. We next employ
KDE [84] to estimate the continuous density fields along points on the spatial grid x € €2, as:

1 N
plx,t) =+ > Kn(x—xi(t)), (6)
=1

where K}, is a smooth non-negative kernel function satisfying fﬂ K(x)dx = 1. Using a standard uniform spatial
discretization dz = (b — a)/ng, 0y = (¢ — d)/n, with ng/n, grid points along the x/y-axis of the domain €2, the
resulting from Eq. (6) density fields are computed as p(x,t) = [p((z1,41),t), ..., p((Tn, ,Yn, ), )] € RM=X"y,
where p((x;,y;),t) corresponds to the density computed at the grid point (z;,y;), fori =1,...,n,, j = 1,...,ny.
Then, the total mass in the domain is given by S(¢) = > 1%, Zyil p((zi,y;),t) dz dy. While KDE can be used for
extracting continuous macroscopic fields, such as momentum and energy, from any microscopic discrete quantities,
here we only construct the density fields in Eq. (6). Additional details for the discretization of the computational
domain €, the choice of kernel Kp,(-), the consideration of obstacles in §2 (where a binary mask function is employed
to consider zero density at the grid points of the obstacle), and the treatment of periodic boundary conditions are
provided in Appendix C.

2.2.2 The Restriction and Lifting Operators

Having obtained the macroscopic density fields, we now proceed to the second and fourth key elements of the ap-
proach, which, in analogy to the EF framework, constitute the construction of an “embedding/restriction” and “lifting”
operators to and from an appropriate low-dimensional latent space.

The restriction operator, say, R, [39], is a map from density distributions p(x,t) to low-dimensional latent space
coordinates, say Yy(¢), i.e.,:

R:p(x,t) €R™ = Yy(t) € RY,  d < ne, (7)
where n. = n, x ny. To construct the restriction operator, we apply POD [83] to a dataset consisting of macroscopic
density “solutions” in time, obtained by microscopic simulations via Eq. (6), for different initial conditions; see Ap-
pendix B for details. Denoting the densities by p(*)(x, to + kdt) = p(¢) (x,t,) € R"*, where 0t is a microscopic inner
simulation step/observation sampling time of an experiment/real data, ¢, is the initial time, and the superscript (c) de-

notes the case ¢ = 1, .. ., C of the different initial conditions considered, the training dataset generated by microscopic
runs is represented by the matrix X € R"ex(CK).
X:{p(c)(x,tk):k:O,...,K,c:l,...,C}. (8)

Compactly, we represent the above data set as:
X = [z1,%2,...,Tp,] €R"*™, 9

with columns, say z;, = p(©) (x,tr)/S(tx) € R™, being the normalized density fields along cases and time steps
k:l,...,ntzC-K.

To complete the restriction operator at the second step, we employ POD on X, implemented via Singular Value
Decomposition (SVD) on the centered matrix:

1

—1,.1" (10)
ng

Nt -nyo

X=XH=UXV', H=1I,, -

where U € R™<*"< ig the matrix collecting the left-singular vectors, > € R™<*"™ is the matrix collecting the singular
vectors, V' € R™*™t jg the matrix collecting the right-singular vectors, I,,, is the n;-dim. unity matrix and 1,,, is
the n;-dim. unit column vector. The latent space is spanned by the first d left-singular vectors forming Uy. Thus, the
projection of X on the latent space provides the low-dimensional embedding:

Yy=U} X, Yy e R&™ an
For the lifting operator that maps Yy to the space of density profiles, we demonstrate that the POD reconstruction (aka

the POD lifting operator) preserves the original total density. This aligns with the general characteristic of POD in
maintaining symmetries [85]. Here, in particular, we demonstrate the following proposition.
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Proposition 1. Let us assume a matrix X € R™*"¢ with columns being normalized density fields. If the density is
preserved along time steps, i.e., if:

[Z?:Cl T, Z?:Cl X2 e Z?:Cl xiﬁ’lt} = lr—zrtv (12)
then, the reconstructed density field, computed by the POD as:
X =UU] X + X(I,, — H), (13)

where Uy = [u1, ug, ... uq] € R *d_jis the orthonormal basis formed by the first d left-singular vectors computed by
the SVD, is also preserved, i.e.,:

(Vi &g Sor &g e doiy Eim,| =1, (14)
Proof. By construction, since the sum of each column of X is equal to one (that is 1ICX = 1;), we have that:
_ 1
1) X=1xg=1" =1 - —171,1 =17 —1] =0 . (15)
c c t t nt t L t t t t

Therefore, the sum of each column of the centered matrix X is equal to zero.

This implies that 1,,, is orthogonal to the column space of X, and therefore is orthogonal to the left singular vectors
of X, which provide an orthogonal basis for the column space, i.e.,:

1, Us=0,, (16)

where d = 1,2,...r with 7 = rank(X). Then, the multiplication of the reconstructed matrix in Eq. (13) by 1,1
implies:

- _ 1
1, X =1, UU] X +1, X(In, - H) =0, +—1, 1,1, =1,, (17
T e ;
thus getting:
1 X = [Z0 3 T Fae - X Fin] =15, (18)
Hence, the POD reconstruction preserves the total original density. O

In summary, given a density distribution p(x,t) obtained via Eq. (6), we obtain the normalized density along the n.

grid points of € as:
1
ZC(t) = %[p((xla yl)vt)a s ap(('rn:ayny)vt)]T € Rncv (19)

where S(t) is the total mass on time ¢, and define the restriction operator R by the projection on the POD basis of
Eq. (11) as:

y(t) = R(x(t) = U] (w(t) - %le) e RY, 0)

where X is the dataset matrix in Eq. (9) and Uy is the matrix containing the first d left-singular vectors. On the other
hand, the lifting operator £ that maps latent coordinates, say y(t), back to the density distributions is defined via the
POD reconstruction as:

2(t) = L(y(1)) = Ugy(t) + %Xl’“ € R™. 1)

The above definitions of the restriction and lifting operators guarantee that the reconstructed, by the lifting operator,
normalized density profiles preserve the total density within the domain €2, as per Proposition 1. We highlight here that
while the operators are constructed based on the dataset X, their employment applies to any seen or unseen observation
z(t) € R™ obtained from Eq. (19) and y(¢) € R%.

2.2.3 Learning the dynamics in latent spaces using MVAR and LSTM

With the restriction operator, which maps density fields to latent coordinates, constructed, the third step of the proposed
approach involves training ROMs to learn the latent dynamics from sequential data. We note that while the restriction
and lifting operators R and L are, in principle, defined over continuous time inputs, we apply them at a discrete set
of uniformly spaced time instances t; = to + kdt for k = 1,2, ..., K, consistent with the temporal sampling of our
data; see Eq. (8). To consider lags in the latent coordinate embeddings y(t)), we employ both linear and nonlinear
autoregressive models, namely MVARs and LSTMs.



Next Generation Equation-Free Multiscale Modelling of Crowd Dynamics via Machine Learning

Let an MVAR model of order w (i.e., with w time lags) be expressed as:

Y(tr) = Ao+ > Ay, (tej) +e(tr), (22)
j=1
where y,(t1) is the latent variable vector, evaluated at discrete times ¢, for each of the ¢ = 1, ..., C cases of different

initial condition considered, Ay € R? is the intercept vector and Aj € R?*4 are the regression coefficient matrices

for each lag j. The predictor vectors y.(tx—;) € R? include the w past lag latent variables evaluated at discrete times
tk—1, ..., tk—w, while the error term &(ty) € R4 is assumed to follow a multivariate white noise process:

E[e(ty)] = 0, Ele(ty)e(ty) '] =% and E[e(ty)e(t,) | =0 Vk #r, (23)
forevery k,r =1,..., K.

Given sequential (time series) data for {y,(¢;)}, the unknown parameters of the MVAR in Eq. (22), i.e., the intercept
vector Ay and the coefficient matrices A;, can be computed by the solution of the following least-squares problem:

argmin  Lyvar ({9 (k) }, {9.(t)}; Ao, {A;}51) 24)
Ao, {A;}Y

Jfj=1

where the MVAR loss function is:

cC K 5
Exvae ({1} (8:00): Ao (A1) = 32 32 H SEFACH (25)
with the predictions of the MVAR model given by:
Po(tr) = Ao+ Y Ay, (tej), (26)

j=1
forc =1,...,Cand k = 1,..., K. The optimization problem in Eq. (24) can be solved using methods such as
regularized least squares; in particular, we used ridge regularization [86]. We note that MVARSs require the trivial
assumption of time series stationarity, which was the case for our illustrations. If the latent coordinate time series is
non-stationary, pre-processing steps like differencing can be applied to achieve stationarity before solving the opti-
mization problem. We highlight that MVAR model training further requires the selection of an optimal lag window
size w, which determines the length of the time series history used to model the temporal dependencies. Here, we
used two information-theoretic criteria for determining w, the details for which are provided in Appendix D.

As a non-linear autoregressive model alternative to linear MVARs, we further consider LSTM networks, a type of
Recurrent Neural Networks (RNNs) characterized by gating mechanisms, which allow the network to retain and
propagate information over long sequences selectively, but also effectively handle vanishing gradients; a common
challenge in traditional RNNs [87-90]. Let an LSTM model with past w latent states y,(tx—;) forj = 1,...,w be
expressed as:

(hr,c.) = Fustm(ye(7), hr—1,¢71;0), for7=tg_w,... tp1, (27)

Ye(tr) = Wy hy, + by, (28)

where h;, € RM» and ¢, S RN are the evaluated at discrete times ¢, hidden and memory cell states, respectively,
Nj, corresponds to the number of hidden units and W, € RIXNn, b, € R? define an output layer mapping the last
hidden state h, , to the predicted latent variable vector . (t;) € R%. The gating mechanism of the LSTM is included

in Eq. (27) at FLstm(+), which we avoid here for conciseness of the presentation; a vanilla LSTM including 4 gates,
and contains the parameters @ € R4Nn(d+Na+1),

Similarly to the sequence-to-one learning of MVARs, given sequential data for {y,(t;)} for a fixed lag window of
width w, we train the LSTM model by solving the optimization problem:

aremin List ({ye(te)}, {Be(th) 10, Wy, by), (29)
’Wy7 Y

where the LSTM loss function is the mean squared error (MSE) between the true value of the latent variable vector
y.(tx) and the predicted one g, (t), as provided by Egs. (27, 28), that is:

Cusre (000} (B(10)}:0. Wy by) = s Z 5 Jwetts) — 00| (30)

c=1tpr=w—+1
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To solve the optimization problem in Eq. (30), one typically uses gradient-based methods; in particular, we employed
the Adam optimizer [91], which is a stochastic variant of gradient descent, known for its adaptive learning-rate capa-
bilities.

We highlight that while MVAR models are theoretically simple and efficient, their strict reliance on stationary data
poses a significant limitation, requiring explicit pre-processing that may distort dynamics or lose information [92].
In contrast, LSTMs as dynamical models can inherently handle non-stationarity through their gated memory cells
and adaptive hidden states. This allows LSTM to learn complex, long-range temporal dependencies and nonlinear
relationships directly from raw data. However, this flexibility comes at the cost of needing much larger datasets,
greater computational resources, and often lacking interpretability compared to MVAR models.

Finally, the predicted latent coordinates g .. (¢x) obtained from the trained MVARs or LSTMs models are subsequently
mapped back to the high-dimensional density space using the lifting operator defined in Eq. (21).

3 Case study and methodology implementation

3.1 Configuration

The proposed methodology is employed on a crowd dynamics configuration where pedestrians are moving from left to
right in a corridor of dimensions 48 m X 12m (z: length, y: width) in the presence of an obstacle, as shown in Fig. 2.
The square obstacle of area 12.96 m? is centered at (25.8 m, 1.8 m), with the pedestrians navigating around it towards

Figure 2: The case study: The SFM simulating pedestrians moving in a corridor from the left to the right with an
obstacle.

reaching the corridor’s right end. Hence, the computational domain is = ([0, 48] x [0,12]) \ ([24, 27.6] x [0, 3.6]).

For modelling the pedestrians’ movement, we use the SFM [1] as a microscopic agent-based simulator. SFM falls
within the general form of Egs. (1, 2) and the idea behind it is that the motion of individuals is governed by “virtual
forces”. These forces include acceleration toward the desired destination, as well as repulsive forces “exerted” by
obstacles, borders, and nearby individuals to maintain a safe distance. Additionally, one may also consider an attrac-
tive force due to mimetic behavior, which can be observed in scenarios such as emergency evacuations or collective
movement toward objects of common interest [1]. The derivation of SFM is based on the Langevin-type equation that
contains a frictional term, a deterministic force term, and a random force term. In the SFM, these terms translate into
a goal-directed force (playing the role of friction), social and repulsive (from obstacles) deterministic forces, and a
random term, reading:
diy ! F F F 31
mz% - _E(vOiez_vz)‘FZ ZJ(.’B“.’BJ)—F Z 1B(m1)+ rand; ( )
—_——— —— J#i obstacles

goal-directed force

social force repulsive force

where m; is the mass of the ¢-th pedestrian, vg; is their maximum walking speed, e; represents the desired direction
(serving as a simplistic auxiliary/behavioral variable), and 7; is a characteristic relaxation time. Here, we avoid the
inclusion of random forces, since we are interested in the macroscopic behavior that often emerges from the determin-
istic pedestrian interactions [1]. Details on the SFM forces included in Eq. (31) and the related parameters that were
considered in this work are provided in Appendix A.

We simulate a crowd of N = 100 pedestrians moving through a corridor, with initial spatial distributions ranging
from homogeneous dispersions to clustered configurations (for more details, see in the Appendix B). Pedestrians are
directed to move from left to right by setting their initial target at coordinates (x, y) = (25 m, 9.6 m), corresponding to
the midpoint of the corridor in the horizontal direction and 80% of its vertical extent. Upon reaching this intermediate
waypoint, their final destination is updated to (z,y) = (48m, 4.2m), which lies at the right end of the corridor
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and at 35% of its height. To maintain a constant population density, we implement periodic boundary conditions by
re-spawning agents at the left boundary at x = 0 m, when agents reach the right boundary at r = 48 m.

Pedestrians are prohibited from passing the corridor’s walls or entering the obstacle area by introducing strong wall
forces in the SFM microscopic simulator. Such a configuration ensures a controlled pedestrian flow through the
simulated environment and also ensures the pedestrians avoid the obstacle each time they reenter the corridor.

3.2 Data generation of microscopic distributions

We generate synthetic data of pedestrian trajectories by numerically integrating the SFM with a first-order explicit
Euler scheme using a small fixed time step of dt,,;cro = 0.025s to ensure stability and accuracy. Each simulation
has a time span of 250s. To reduce computational storage costs while retaining essential temporal features, we
subsample the resulting pedestrian trajectories at intervals of 6t = 0.25s. As already discussed, we generate pedestrian
trajectories from various initial spatial distributions modelling diverse crowd scenarios. In particular, we consider
C = 20 different initializations with zero velocities and positions distributed via: (i) uniform distributions to provide
a homogeneous baseline scenario, (ii) Gaussian clusters to model localized groups of pedestrians, (iii) “double bell-
shaped” Gaussian distributions to capture the formation of two distinct crowd groups and (iv) sinusoidal distributions
to generate periodic macroscopic behavior. Details on the form and parameters of the above initializations are provided
in Appendix B, distinguishing between those used for training and testing the proposed framework in Tables B.1 and
B.2, respectively. The resulting datasets are comprised of 20 cases with different initializations, each case containing a
matrix X(©) = {x;(t),i =1,..., Nk =1,..., K} € R200x1000 yhere 2N = 200 corresponds to the pedestrians’
positions and K = 1000 time steps correspond to the samples recorded from each trajectory. Thus, the total datasets
over all cases are Xy,., Xy, € R200%(20:1000) yqed for training and testing, respectively.

3.3 Extraction of continuous density fields

For the first step of our framework, we derive macroscopic density fields from pedestrian positions via KDE, as de-
scribed in Section 2.2.1. To achieve this, we discretize the computational domain 2 into n, x n, = 80 x 20 control
volumes with uniform spacing dz = dy = 0.6 m; this resolution reflects a typical personal space for each pedestrian,
allowing for capturing emergent collective behavior, while minimizing artificial grid effects. For the KDE implemen-
tation on the cell centroids, we choose Gaussian kernels in Eq. (6) tuned with bandwidths H = diag(hs, hy) = (3,2)
for suppressing noise and preserving features of the microscopic data, while ensuring that local structures remain clear
without introducing spurious artifacts. To account for the physical obstacle in €2, a binary mask is applied to explicitly
zero out density estimation on the cell centroids of the obstacle geometry. To account for the periodic boundary con-
ditions, we further perform domain augmentation for the KDE support. All the details regarding KDE implementation
are provided in Appendix C.

Using the above procedure, we derive the density fields p(c) (:ci, Yi tk) (c=1,....,C,i=1,....,n5, 5 =1,...,ny
and k = 1, ..., K) from the pedestrian positions included in the training X}, and testing ;s data sets. For conforming
to the assumptions of Proposition 1, we finally normalize each density field following Eq. (19), thus constructing
the normalized density matrices Xy, X;s € R™*" in the form of Eq. (9), where n. = n, x n, = 1600 and
ny = C - K =20-1000.

3.4 POD for the restriction and lifting operators

For constructing the restriction and lifting operators in Egs. (20) and (21) respectively, we employ POD on the training
dataset X, to determine the latent dimension d and the POD basis Uy. Using the economy-size SVD (which reduces
computational complexity in thin matrices while maintaining exact reconstruction capability), we determine d by the
best low-rank approximation of X, retaining 99% of the energy; thus, computing the minimum number d satisfying
the criterion: 4

Zz 19

2
=17
D107
where r = min(ng, n:) = 1600 is the rank of Xy, and o; > 0 fori = 1,...,r are the singular values in descending
order. Next, using the first d left singular vectors of X;,., we form U, for completing the construction of the restriction
and lifting operators in Eqs. (20, 21). To assess the accuracy of restriction and lifting operators, we evaluate the POD
reconstruction error on the training and testing data sets by the relative Ly error:

tr) — L(R(x(t
aree _ () ~ LRl o)
IR
where z(ty) € X4, Xys with k = 1, ..., K is the normalized density defined in Eq. (19).

Eq = >0.99 (32)

10
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3.5 ROMs for latent space dynamics and their training

Having obtained the latent representations y(t) € R from the restriction operator, the third step of the proposed
approach is to construct ROMs for learning the dynamics in the latent space. For this purpose, we learn linear MVAR
and non-linear LSTM models, as described in Section 2.2.3, for predicting the latent variable (¢ ) of the ¢ case at
timestep ¢, given the past w lags {y_.(tx—w), - - ., Y(tx—1)}. To conform to this sequence-to-one learning, the features
consist of the dataset Y; = {y.(th—w);---, Yo (tx—1)} € RIXWXC(K=w) and the targets consist of the data set

Y = {y.(tx)} € RIXC(K=w) where each y,.(t;) is computed via the restriction operator in Eq. (20) on the training
data Xy,..

As a preliminary step, we first tune the lag window w, within a bound of wpa.x = 100, using two information-theoretic
criteria: the Bayesian Information Criterion (BIC) and the Akaike Information Criterion (AIC) [93-95]; details are
provided in Appendix D. Both criteria are likelihood-based, with AIC tending to select larger windows than BIC. We
note that BIC and AIC are well-suited for MVARs models since they assume stationarity of the data and white noise
residuals. For comparison, we adopt the same w for learning LSTMs, as the one tuned for MVARs by these criteria.

For the MVARs model training, we first verify that all input time series are stationary using the augmented Dickey—
Fuller (ADF) test [96] with a threshold of significance level p < 0.01. Then, we compute the coefficients A and A;
in Eq. (22) using ordinary least-squares (OLS) to solve the optimization problem in Eq. (24).

For the LSTM model, we consider a single LSTM layer with 16 units and a hyperbolic tangent activation function
in the hidden layers; the output layer is linear, as denoted in Eq. (28). To train the LSTM model, we solve the
optimization problem in Eq. (29) using the Adam optimizer [91] with automatic differentiation for the gradients of the
loss function, enabled through MATLAB’s Deep Learning Toolbox [97]. The model’s parameters are initialized with
a Glorot uniform initialization [98], the initial learning rate is set to [, = 1073, and the mini-batch size is set to 32;
the latter hyperparameters were tuned on a trial-and-error basis, providing a good compromise between computational
efficiency and generalization without exceeding memory constraints. The maximum number of epochs was set to 200
as no further improvement was achieved using more epochs. To further avoid overfitting of the LSTM, we split the
training data into training and validation sets using a 80-20% ratio, and shuffle each data set without breaking the
internal temporal structure of the sequences. We compute the loss function value on the validation set for every epoch
and stop the training after 5 consecutive validation checks with no improvement.

To assess the convergence of both MVARs and LSTMs training, we report the values of the loss functions in Egs. (25)
and (30), respectively, at the end of training. To further quantify the uncertainty associated with the stochastic training
of the LSTM models, we repeated their training procedure 50 times, each with different randomly initialized learnable
parameters. We report the mean error of the final losses and the 10-90% error percentiles across the 50 runs. Since
the MVARSs loss function is based on Ly error, we further report the MSE at the latent space:

C K
MS By ({010} (5000} A0 LAV = s 0 2 Ielte) ~ Bl G4

c=1tr=w—+1

where §,(t) is the prediction in Eq. (26), to enable direct comparison with the MSE-based loss function of LSTMs.
Additionally, we report the computational times required for training both ROMs (for LSTMs, we report the mean
error and 10-90% error percentiles statistics across the 50 runs); we expect MVARs to be much faster than LSTMs
due to the lower number of parameters and the OLS method employed for solving the related optimization problem.

3.6 Accuracy assessment of the proposed framework

Having constructed/trained each step of the proposed framework—construction of the restriction/lifting operators and
training of the ROMs—, we finally assess the forecasting performance of the whole framework on the C' = 20 different
initializations of the testing set X}4; see Appendix B for details. In particular, we first obtain the “ground truth”
normalized densities for each initialization, say 2(¢) (o + k 6t) = 2(°)(t},) € Xy, for all time steps k = 1,..., K,
using Eq. (19). Then, following the proposed restrict-evolve with ROM-lift framework in Eq. (5), we forecast the
normalized density at the k time step, using the w past normalized densities in both an open-loop and closed-loop
setting. For the open-loop setting evaluation, we compute the prediction:

#)(t0) = £ (rom (R (ti-1)); . R (ti-0))ip) ) (35)
while for the closed-loop setting evaluation, we compute the prediction:
#9 () = £ (Prow (RE (tx-1)), - RE (th-0))iP) ) (36)

11
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where R and £ are the restriction and lifting operators in Egs. (20) and (21) and $ropm is the latent dynamics ROM with
parameters p that can be either the trained MVAR or LSTM model. In particular, for the LSTM model, we consider
the parameter set resulting in the best training performance among the 50 runs. Notice that the open-loop prediction
in Eq. (35) considers the restricted values of the observed normalized densities R(x()(t5_;)) for j = 1,...,w as
inputs, while the closed-loop prediction in Eq. (36) instead considers the predicted—from previous steps—normalized
densities R(i(c) (tx—;)) in a recursive fashion. Since the open-loop setting requires the “ground truth” densities, we
use it here to evaluate the one-step predictions of our framework. For the desired, in practice, longer predictions, we
utilize the closed-loop setting, which enables us to recursively feed subsequent predictions into Eq. (36), resulting in
an autoregressive time-stepping framework also considering the effect of one-step forecast error accumulation.

To quantify the end-to-end prediction accuracy, we compute the relative, reconstructed in the ambient-space, L1, Lo

and L., errors between the “ground truth” densities 2:(°) (t;) and the predicted ones () () (either for the open-loop
or the closed-loop setting) per case c in the testing set and time step & as:

617(0) _ HZC(C)(tk) _«i(c)(tk)Hl 82)(0) _ ||I(C)(tk) _«f(c)(tk)”Q 8007(0) _ Hx(c)(tk) —:E(C)(tk)Hoo
: lz@ )l 7" lz@ )l 1) () [l oo
For a summary of statistics, we report the mean and the 10-90% percentiles of the above errors over all cases and time

steps. To track down the prediction accuracy in time, we further depict the mean and 10-90% percentiles of the error
evolution in time over all cases.

(37

All numerical computations were executed on a PC equipped with an 11th Gen Intel(R) Core(TM) i7-1165G7 2.80
GHz CPU and 16 GB of system memory.

4 Numerical results

Here, we present the results of the proposed framework on predicting pedestrian flow following the configuration of a
rectangular corridor with an obstacle described in Section 3.1. As already discussed in Section 3.2, we first collected
pedestrian trajectory data using the SFM microscopic agent-based simulator under a wide range of initial conditions.
The resulting training dataset X}, is used to train our framework, while the testing dataset &} is used to assess its
efficiency and prediction accuracy.

In the first step, we extracted the normalized density fields data Xy, X;s from the discrete pedestrian positions in
Xy, Xis using KDE, as described in Section 3.3. Next, we employed POD on &7, to discover the latent space dimen-
sion; see Section 3.4. Following the criterion in Eq. (32), the minimum latent dimension required for retaining more
than 99% of the energy in the training dataset is d = 13 modes, as shown in Fig. 3(a). Using the discovered POD

1 0.18 T T T T
ei‘r" Training set

5y S 0.16 F -- -ei‘m Testing set
508 = e
& o = 0.14
g o
- -
g ° b5
.QZJ 06+ _ @ 0.12
= - - -90% (Mode 5) 2
2 - - -95% (Mode 8) s Of
204 - - -98% (Mode 10) ~
o ° - = -99% (Mode 13) ~ 0.08

: ' : 0.06 ! Tt TNy M

5 10 15 0 50 100 150 200 250

Mode number, d Time (s)
(a) POD cumulative energy (b) POD reconstruction error

Figure 3: Accuracy of the restriction and lifting operators in Eqs. (20) and (21). Panel (a) shows the minimum number
of POD modes (colored diamonds) required for retaining the desired percentage of energy in the training data set.
Panel (b) depicts the average (over the C' = 20 cases with different initial conditions) reconstruction error ei’rec in

Eq. (33) with d = 13 POD modes, in time for the training and testing datasets.

basis Uy, we next constructed the restriction and lifting operators in Eqgs. (20) and (21). To assess their accuracy, we

computed the relative Ly reconstruction error ez"mc in Eq. (33) acrossthe kK = 1, ..., K time steps of each trajectory.
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Fig. 3(b) displays the average relative error over all the C' = 20 cases with different initial conditions included in
either the training or testing datasets. While initially the reconstruction error is ~15%, it decreases to 10% at the first
30 s and further reduces to ~7% after 50 s for both seen (training set) and unseen (testing set) data, indicating high ac-
curacy of the restriction and lifting operators with a significantly reduced latent space dimension d = 13. We note that
this level of reconstruction error serves as an infimum approximation error baseline, i.e., the best possible error for the
proposed framework at the ambient—density profiles—space. ROM forecasts in the long term are therefore expected to
surpass this baseline error due to the additional error contributions from model-form error and training/generalization
errors.

We next train MVAR and LSTM models to learn ROMs for the latent dynamics (see Section 2.2.3), where the latent
variables y(t) € R'? are obtained from the density profiles of the training set via the restriction operator. To determine
the lag window, we employed the BIC and AIC criteria described in Appendix D; BIC indicated a lag window of
w = 4, whereas AIC favored a wider (as expected) w = 9. Both windows were used for training both MVAR and
LSTM models, denoted from now on as MVAR(4), MVAR(9), LSTM(4), and LSTM(9) models. The training data sets
were divided into features Yy = {y.(tk—w), - - -, Yo(tx—1)} and targets Y; = {y.(tx)}

For the MVARs training, we first verified that the latent dynamics datasets Y7, Y; constitute stationary time series;
the ADF test confirmed stationarity with a significance level of p < 0.001 for all d variables. We next trained all
MVAR and LSTM models using algorithms, hyperparameters and stopping criteria discussed in detail in Section 3.5.
The training results are shown in Table | for the four ROMs, including the loss function values attained at the end
of training and the computational time (in seconds) required. For the LSTMs, as each model was trained over 50
runs with different parameter initializations, we report in Table | the mean and the 10-90% error percentiles across
the 50 runs. Since the loss function of MVARS is Ly-based, we additionally compute the MSE in Eq. (34) to enable

Table 1: Training results of MVAR(4), MVAR(9), LSTM(4) and LSTM(9) models at the latent space. Loss functions
Lmvar () in Eq. (25) for MVARs and L1.stm (+) in Eq. (30) for LSTMs at the end of training, along with computational
times (in seconds) required for training. For the LSTMs, the mean and 10-90% error percentiles (in parentheses) are
reported across the 50 training processes with different parameter initializations. Additionally, the MSE loss function
of MVARSs in Eq. (34) is reported for comparison to the MSE-based loss Ly stm(-).

Model ACMVAR(') MSEMVAR(') ELSTM(') Comput. Time (s)
MVAR#4) 1.91 x 10=* 1.41 x 10~13 - 0.0021
MVAR®9) 1.34x 104  7.05 x 10~ 14 - 0.0045
LSTM(4) - - 2.35 (2.22,2.50) x 107° 252 (236, 302)
LSTM(9) - - 1.81 (1.68,1.93) x 1075 310 (302, 326)

direct comparison with the MSE-based LSTM loss. MVARs are able to reach much smaller loss function values than
LSTMs, providing a hint for their better accuracy. As expected, LSTMs require significantly higher computational
time for training in comparison to MVARSs. Table | further shows that the training of both types of ROMs converges
to lower loss function values with increased lag window, albeit requiring significantly more computational time.

One-Step/Open-loop Predictions Having constructed and trained all components of our framework, we now eval-
uate its end-to-end performance in one-step predictions in the ambient—density profile—space using the open-loop
time-stepper in Eq. (35); note that for the LSTMs, we consider the model with the best training performance among

the 50 model runs. We quantify the prediction accuracy via the relative L1, Lo, and L, errors, e,lc’(c), (c), eZO’(C) in

Eq. (37), computed between the “ground-truth” density profiles 2:(°)(t;,) and the predicted/reconstructed ones &(¢) (¢,)
for the C, unseen in training, cases (of different initial conditions) included in the testing set Xy across time steps k.
Table 2 provides a summary of the relative reconstructed errors in the ambient space, for one-step predictions, for all
four ROMs, including the mean error and the 10-90% error percentiles, aggregated over all cases and time steps in
the testing set.

2,
€k

As shown in Table 2, the open-loop (one-step) prediction accuracy with the use of MVAR models outperforms that of
LSTMs; all LSTM relative errors are approximately twice as high as those of the MVAR models. However, LSTMs
demonstrate narrower 10-90% error percentiles in comparison to MVARs, indicating less uncertainty in one-step
predictions. Table 2 additionally shows that the accuracy of MVARs does not improve with a longer lag, while that

of LSTMs slightly degrades. Fig. 4 displays the average relative reconstructed errors ei"(c), ef"(‘:) and their 10-90%
percentile ranges, for one-step predictions, over the C' = 20 cases of different, unseen initial conditions considered,
across the time steps k = 1, ..., 1000. Fig. 4(a,b) depict the results obtained with the MVAR(4) and MVAR(9) models,
respectively, both demonstrating a remarkable approximation accuracy. The mean L, reconstructed relative errors are
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Table 2: Open-loop (one-step) prediction errors in the ambient—density profile—space, for the testing set using the
trained MVAR and LSTM (best out of 50 training runs) models. The relative reconstructed Ly, Lo and L, errors
e €29 ¢ in Eq. (37) are reported for the MVAR(4), MVAR(9), LSTM(4), and LSTM(9) latent dynamics
models. Mean and 10-90% error percentiles are shown over all the C' = 20 cases and K = {991,996} time steps (for
width w = {9, 4}, respectively).

(e) (@) :(€)

L error, 5
0.073 (0.039,0.117)
0.072 (0.039,0.116)
0.138 (0.121, 0.167)
0.135 (0.115,0.167)

1, 2,
Model L error, e, L error, e,

MVAR@4) 0.127 (0.072,0.201)  0.078 (0.045,0.119
MVAR(9) 0.127 (0.072,0.200)  0.078 (0.045,0.118
LSTM(4)  0.280 (0.265,0.325)  0.167 (0.158,0.190
LSTM(9)  0.309 (0.297,0.351)  0.185 (0.174,0.207
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Figure 4: One-step (open-loop) prediction errors, in the ambient—density profile—space, for the testing set over time,

using trained MVAR and LSTM models. The relative reconstructed Ly (red) and L, (green) errors ei’(c) and ezo’(c)
Eq. (37) (using the one-step prediction in Eq. (35)) are shown for the MVAR(4) panel (a), MVAR(9) panel (b),
LSTM(4) panel (c), and LSTM(9) panel (d) latent dynamics models. Mean relative errors (solid) and 10-90% er-
ror percentiles (dashed) are shown over C' = 20 cases per time step. For the LSTM models, results correspond to the
model achieving the best training performance out of the 50 independent runs.

initially ~15% and reduce to ~7% after the first 50 s of the simulation. This level of errors matches the infimum
approximation error baseline of POD reconstruction, shown in Fig. 3(b). This very high approximation accuracy is
not met by the LSTM(4) and LSTM(9) models, shown in Fig. 4(c,d). In particular, the mean relative reconstructed Lo
errors of the LSTM(4) and LSTM(9) models are ~17% and ~18%, respectively, towards the end of the simulations.
Fig. 4 further confirms that the lag window does not affect the one-step prediction accuracy of MVARSs, while it slightly
reduces that of LSTMs.

14



Next Generation Equation-Free Multiscale Modelling of Crowd Dynamics via Machine Learning

Recursive/Closed-loop Predictions For obtaining long-term (closed-loop) predictions with the proposed frame-
work, we next adopt the recursive closed-loop time-stepper in Eq. (36), which is only supplied with the first w obser-
vations and predicts the next time steps in an autoregressive fashion. To quantify the prediction accuracy, we again use
the relative reconstructed L, Lo, and L, errors in the ambient space, computed for the cases included in the testing
set Xy across time steps. Table 3 provides a summary of these reconstructed errors, including the mean and the
10-90% error percentiles, aggregated over all cases and time steps. As shown in Table 3, the long-term (closed-loop)

Table 3: Closed-loop/recursive simulation errors in the ambient—density profile—space, for the testing set using the
trained MVAR and LSTM (best out of 50 training runs) models. The relative reconstructed L, Ly and L, errors
e, 29 ¢ in Eq. (37) are reported for the MVAR(4), MVAR(9), LSTM(4), and LSTM(9) latent dynamics
models. Mean and 10-90% error percentiles are shown over all the C' = 20 cases and K = {991,996} time steps (for
width w = {9, 4}, respectively).

Model L4 error, e,lé’(c)
MVAR@) 0.231 (0.139,0.376) 0.153 (0.087,0.267) 0.141 (0.074, 0.247)
MVAR(9) 0.184 (0.114, 0.292) 0.124 (0.073, 0.209) 0.119 (0.062, 0.210)
LSTM(4) 0.419 (0.221, 0.648) 0.284 (0.139, 0.512) 0.281 (0.115, 0.501)
LSTM(9)  0.433 (0.230,0.590) 0.310 (0.145,0.460) 0.285 (0.121,0.441)

2,(c)

9 7(0)
L error, e},

oo
L error, e,

prediction accuracy of the proposed framework with MVAR models outperforms significantly that of LSTM models.
In addition, MVARs demonstrate narrower 10-90% error percentiles than LSTMs, indicating more reliable long-term
predictions. Table 3 further shows that the consideration of a longer lag makes MVARs more accurate, while slightly
degrading the accuracy of LSTMs.

We next assessed the evolution/accumulation of the relative reconstructed errors Lo and L., over time for the closed-
loop setting. Fig. 5 depicts the average reconstructed relative errors in the ambient—density profile—space, and their
10-90% error percentile ranges across the multiple cases of different, unseen initial conditions in the testing set for all
four ROMs. Indicatively, for our illustrations, to provide a comparative “baseline” of the reconstructed error for tiny
perturbations of the density profiles, we quantified the sensitivity of the SFM simulations per se with respect to small
perturbations of the initial conditions (see in Section 3.1). Specifically, we introduced +1% perturbations in the initial
conditions of the density profiles of the reference test cases and computed the relative reconstructed errors between
these perturbed initial conditions and their unperturbed counterparts. The MVAR models Fig. 5(a,b) demonstrate a
remarkable approximation accuracy, with the mean relative Lo error remaining bounded below ~14%(17%) for the
MVAR(9)(MVAR(4)) models, despite the long-term horizon. The respective 10-90% error percentiles are bounded in
(10, 30)% relative errors for the MVAR(4) model, while for the MVAR(9) model, the 10-90% error percentiles reduce
further to (7, 21)% relative errors. The mean values of errors, and especially of the MVAR(9) model, is well within
the 10-90% error percentiles of the system’s deviation/*baseline” 10-90% L error percentiles (2, 18)% relative error,
as quantified by the SFM simulations of the testing set using the + 1% perturbed initial conditions for the density
profiles, shown in Fig. 5(e,f). In contrast, the LSTM models Fig. 5(c,d) provide less accurate predictions than the
MVAR models, with mean relative Lo error plateauing at ~35% for both LSTM(4) and LSTM(9) models, towards the
end of the simulation, well above the expected “baseline” error bounds.

For completeness, we directly compare the ground truth normalized density fields z(¢) (t) and the predicted fields
#(¢)(t},) generated by the closed-loop/recursive simulations. This analysis uses a case from the test dataset featuring a
Gaussian initialization corresponding to the 6th row of Table B.2. Figure 6 displays such comparison for the MVAR(9)
model at four selected time steps (k = 250, 500, 780, 930), during which the pedestrian crowd does not pass through
the corridor boundary. Panels (a,c,e,g) show the ground truth at these time steps, while panels (b,d,f,h) present the
corresponding MVAR(9) model predictions; analogous results for the MVAR(4), LSTM(4) and LSTM(9) models
are provided in Appendix E, Figs. E.1, E.2 and E.3, respectively. The predictions from all four surrogate models
successfully preserve the global structure and propagation direction of the ground truth density, demonstrating the
framework’s capacity to capture dominant crowd dynamics and produce meaningful long-horizon predictions. The
models also correctly respect the obstacle regions. The primary observed discrepancy is a minor underestimation of
the peak density values coupled with the introduction of artificial density in low-density regions, a likely consequence
of enforcing mass conservation via the POD restriction operator. This artifact is faintest in the MVAR(9) model, and
remains only slightly more pronounced in the MVAR(4). By contrast, it becomes considerably stronger in the less
accurate LSTM(4) and LSTM(9) models.

MVAR vs. LSTM performance The comparison between model classes reveals that the use of MVARs provides
a more accurate and reliable framework for long-term predictions than that of LSTMs. This is clearly demonstrated
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Figure 5: Closed-loop/recursive simulation errors in the ambient—density profile—space, across the testing set over
time, using the trained MVAR and LSTM models. Panels (a)—(d) display the relative L (red) and L, (green) errors
7 and €;°'” in Eq. (37) for MVAR(4), MVAR(9), LSTM(4) and LSTM(9) models, respectively. Panels (¢) and (f)
provide a system’s “baseline” relative error estimation, obtained from the SFM simulations using +1% perturbations
in the initial conditions for the density profiles (see in Section 3.1). Mean relative error (solid) and 10-90% percentiles
(dashed) are shown over C' = 20 cases per time step. For the LSTM models, results correspond to the model achieving
the best training performance out of the 50 independent runs.
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Figure 6: Comparison of the “ground truth” z(¢) (t;) and the predicted #(¢)(t;,) normalized densities via the closed-
loop time-stepper in Eq. (36) using the MVAR(9) model for an unseen case of the testing set; initialization at the 6th
row of Table B.2. Panels (a), (c), (e), and (g) show the “ground truth” density distribution in {2, while panels (b), (d),
(f), and (h), show the predicted one, for the time steps to50 = 62.5s, t500 = 1255, t750 = 195, and tg39 = 232.55,
respectively.

by their significantly lower errors and narrower error percentiles in the closed-loop setting (Table 3, Fig. 5). Cru-
cially, this performance gap widens substantially when compared to the open-loop results (Table 2, Fig. 4), where
LSTMs performed more competitively. For instance, the MVAR(9) model’s mean Lo error across time increased from
~7% (open-loop) to ~14% (closed-loop) within the “baseline” reconstruction error from POD and perturbed initial
conditions, respectively, while the LSTM(9) model’s error changing respectively from ~19% to ~35% is well above
these “baselines”. This superior performance of MVARSs is attributed to the challenge of error accumulation in closed-
loop forecasting; the linear structure of the MVAR model proves to be much less susceptible to this instability than
complex, nonlinear LSTMs. While LSTMs can theoretically capture richer nonlinear dynamics, their performance
severely degrades due to the “curse of dimensionality” in their training, i.e., finding a global optimum, accompanied
by a distribution shift [99, 100] (i.e., the error accumulation of the recursive scheme during inference, that shifts the
distribution upon which the models were trained), despite their ability to learn the one-step dynamics effectively. In
addition, there are several challenges regarding the “correct” initialization of LSTMs [101], especially in dynamical
systems and multiscale modeling tasks. In contrast, the training of the linear MVAR models is based only on OLS,
thus giving a global optimum. For the particular applications, the results suggest that MVARSs are a much better choice
for long-term horizon predictions in the latent space. This is a result in line also with other studies (see e.g., [62]).

Beyond accuracy, the proposed framework offers a balanced trade-off between prediction accuracy and computational
efficiency for coarse-grained crowd dynamics. In particular, for the benchmark case of 100 pedestrians moving in
the corridor for 250s, the conventional numerical integration requires a computational time of 20s for the microscopic
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SFM simulator simulation plus 30s for the extraction of the density fields (in a coarser time discretization), summing
up to a total of 50s. In contrast, our framework requires just 0.0063s, 0.0161s for the MVARs models and 6.75s,
6.77s for the LSTM ones to complete the predictions across the long-time horizon integration—representing a speed-
up of 3,100x and 7.4x for the MVARs and LSTMs, respectively. Even when accounting for the offline costs (POD
basis construction and ROM training), MVARS retain a significant advantage, with training times under 0.005s (as
shown in Table 1). The MVARSs variants prove particularly efficient for real-time applications, while maintaining
better accuracy than their LSTM counterparts. These gains are especially valuable for real-world scenarios, where the
number of pedestrians renders the conventional approaches infeasible.

5 Conclusions

In this work, we present a four-step data-driven framework that combines manifold and machine learning to construct
a discrete evolution operator for emergent crowd dynamics. Our framework provides a computationally efficient and
systematic approach for learning ROMs for spatio-temporal emergent crowd dynamics. By first encoding the full high-
dimensional state into a compact latent representation, we learn the system’s evolution operator using surrogate ROMs,
bypassing the prohibitive computational cost of learning PDEs via, for example, CNNs or other high-dimensional ML
models such as DNNs. Working in latent space with delayed POD coordinates simplifies the enforcement of physical
constraints (such as mass conservation) over long time horizons, since, as we demonstrate, the POD algorithm used to
find an appropriate set of coordinates of the latent space explicitly conserves the mass of the reconstructed dynamics.
In fact, under the usual generic assumptions of Takens’ theorem, applying time-delay embeddings to POD modes
produces a delay-coordinate latent model that is diffeomorphic to the original system dynamics (see also results and
discussion in [62, 67-69, 102]).

Thus, our approach does not attempt to learn any closed-form PDE, but instead learns the effective solution operator
of such an unavailable PDE, mapping initial crowd density to its future evolution. The resulting ROMs trained in
the latent space, in the form of linear (MVARS) or nonlinear multivariate autoregressive models (such as LSTMs),
encode and reconstruct this operator numerically via the POD reconstruction. As a result, our framework allows
for rapid and accurate “what-if” scenarios exploration and real-time forecasting of crowd dynamics. Critically, we
demonstrate that linear MVAR models within our framework not only outperform more complex LSTMs in long-
term predictive accuracy and reliability, but also achieve a computational speed-up of over three orders of magnitude
compared to conventional simulation. This combination of interpretability, speed, and accuracy makes our approach,
particularly with MVARs, an efficient approach for large-scale, real-world crowd-dynamics analysis and distributed
control [19, 21, 22, 24, 103-105].

Finally, our finding that simple linear MVAR models outperform nonlinear LSTM networks in the latent space in
terms of complexity, training time, and interpretability is a significant insight. It aligns with a growing body of
literature [62, 63, 69, 102] that demonstrates the power of linear ROMs constructed in judiciously chosen latent spaces
(e.g., POD-based delay-coordinate embeddings, Koopman operator) for approximating complex nonlinear or chaotic
dynamics, offering a promising path toward interpretable and efficient data-driven modeling.
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A Social Force Model

Here, we provide the detailed expressions of the virtual forces included in the SFM Eq. (31) and the set of parameters
selected for the microscopic simulations.

As a reminder, we consider the SFM including a goal-directed, a social, and a repulsive force term (the random force
is neglected), reading:
da’:l 1
mg
dt

(v()zez - 'Uz + Z F’Lj i, -73] Z FiB(mi)v (A.D)
%,_/ J#i obstacles

goal-directed force

social force repulsive force

where m; is the mass of the ¢-th pedestrian, vy; is the maximum walking speed, e; represents the desired direction
(serving as a simplistic auxiliary/behavioral variable), and 7; is a characteristic relaxation time.

The social force term in Eq. (A.1) introduces a short-range repulsive interaction between pedestrians to maintain social
distances and avoid physical contact [1]. Its expression between two pedestrians ¢ and j is given by:

iJ _di' an
Fij(xi, x;) = Ajexp (%) nij + k g(rij — dij) mij + k g(rij — dij) Avi" i, (A.2)

where the first term represents a repulsive force modelling the physiological desire for personal space, the second
term represents a physical contact (body) force that is only active when pedestrians are in contact, and the third term
represents a sliding friction force that occurs during physical contact. The repulsive force is modelled in Eq. (A.2) by
an exponential term, where A; € R is the strength of the repulsive interaction, d;; = ||&; — x;||2 is the euclidean
distance between pedestrians, r;; = r;+7; € Ris the sum of their radii (minimal comfortable distance [70]), B; € Rt
is the parameter controlling the spatial decay rate of the repulsive force, and n;; = ( N ) = (acZ x;)/di; is
the unit vector pointing from pedestrian j to pedestrian i. The physical contact force is modielled in Eq. (A.2) by a
linear term, where k£ > 0 controls the strength of the contact (body) force, and g(x) = max(0, z) is a ramp function
ensuring that physical forces are only active when pedestrians overlap, i.e., when (d;; < ;). The friction force term
in Eq. (A.2) is modelled by the same ramp function g(x), scaled by a friction coefficient £ > 0 and difference in
the tangential velocities Avt‘mg = ||(v; — v;j) — ((vi — v;) - ni;) nij||2; this component is projected onto the unit

tangential vector t;; = ( — fj, n;).
The repulsive force in Eq. (A.1), accounting for the repulsion that a pedestrian might experience due to static objects
B, follows a similar form to Eq. (A.2), reading:

d;
F;p(xz;) = Ciexp (—ﬁ) n;g +kg(r; —dip) "B, (A.3)

where C; € R is the strength of the repulsive interaction against a wall or an obstacle, D; is its corresponding decay
parameter, and d;p is the euclidean distance between the pedestrian and the closest point of the object B; m;p is
the respective the unit vector. Unlike pedestrian—pedestrian interactions, no tangential (sliding) friction is typically
included for static obstacles, as they do not exerft dynamic resistance.

For our simulations, the model parameters were calibrated based on established values from previous studies [1, 70].
These works describe pedestrians with a standard average mass of 80 kg, for which a relaxation time 7 = 0.5 s provides

Table A.1: Social Force Model simulation parameters.

Simulation Parameters Value Simulation Parameters Value
Number of Pedestrians (V) 100 Repulsion coefficient (k) 1.2 x 105 kgm
Corridor length (L) 48 m Sliding friction coefficient (k) 2.4 x 10° kg o
Corridor width (L) 12m Interaction strength (A;) 2 x 103N
Obstacle height 3.6m  Interaction range (B;) 0.08 m
Obstacle width 3.6m Interaction strength (C;) 2 x 103N
Obstacle x-coord. center 25.8m Interaction range (D) 0.08 m
Obstacle y-coord. center 1.8m  Pedestrian mass (1m;) 80kg

Initial velocity in z-direction (v;) Om/s Relaxation time (7) 0.5s

Initial velocity in y-direction (v,) 0m/s Pedestrian radius (7;) 0.2m
Simulation time 250s Time Step (d¢) 2.5 x 1072
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adequate behavior under normal conditions. The complete set of parameters governing repulsive potentials, including
pedestrian-pedestrian and pedestrian-obstacle interactions, along with the simulation environment specifications, are
detailed in Table A.1. This parameter selection, which is uniform for all pedestrians, ensures consistency with validated
bottleneck evacuation scenarios. Although individual variations exist in reality, using a common set of parameters is
a standard approach in the literature [70] to maintain a manageable calibration process while enabling the reliable
simulation of diverse crowd dynamics, including the present case study.

B Initial Conditions of Microscopic Distributions

Here, we describe the initial conditions considered in the SFM to construct the datasets, upon which the proposed
framework is trained and tested. We considered zero initial velocities for all pedestrians, while we used the following
distributions for initializing the position x; = (x;,y;) € Q of the i-th pedestrian. Positions are sampled from:

¢ Uniform distributions over the domain [Zyin, Tmax] X [Ymin, Ymax] C
p(xi, yz) =U ([xmina xmax] X [ymina ymax]) . B.1

* Two dimensional normal distributions with means (., 1)) and standard deviations (o, o):

(@i = Ha)? _ (yi = py)?
(i, yi) = m exp (— 952 - 202;; ) (B.2)
x T y

* “Double bell-shaped” independent joint distributions, which are comprised by normal distributions along the
y—axis with mean (., and standard deviation o, and a mixture of normal distributions along the z—axis with
means (fi,, , [iz,) and standard deviations (o4, , 04, ):

- 1 (y - Ny)z
p(«fCZ, yl) - \/%cry eXp( 20_:3
1 1 (‘T—:u'ﬂﬂl)2> 1 ( (1‘—/112)2)}
X = | —€X — + exX — .
2 |: V2T 0z, p< 209261 V2T Oy, P 20%2

* Cosine distributions centered at (c,, ¢,/) with scale parameters (s, s, ):

p(xi, yl) = 1 COS (xz _ CI) COS (M) . (B.4)

TSz Sy Sz Sy

(B.3)

The training and testing data sets were generated from C' = 20 initial conditions, with 5 samples drawn from each
of the four distributions described above. To ensure plausible and varied crowd configurations, the parameters for
these distributions were selected heuristically to provide a broad spatial coverage while mitigating boundary artifacts.
Furthermore, during the sampling process, pedestrian positions were resampled if they were within a critical distance
equal to 27; of an existing pedestrian or a wall/obstacle to prevent initial overlaps and collisions. The specific parameter
configurations used for the training and testing data sets are detailed Table B.1 and Table B.2, respectively.
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Table B.1: Microscopic initial distribution configurations and parameters for constructing the training dataset.

Case ¢ Distribution Type Parameters

1 Uniform, Eq. (B.1) Bt = P By = L0 Phivtin = Oy Wiz = I

2 Uniform, Eq. (B.1) Zmin = 33, Tmax = 46, Ymin = 3, Ymax = 9

3 Uniform, Eq. (B.1) Bt = Do Wiz = 20, Whivin = 4k Wy = O

4 Uniform, Eq. (B.1) Tmin = 28, Tmax = 46, Ymax = 4, Ymax = S

5 Uniform, Eq. (B.1) Bt = & Dmese = 1L 1o Whiowe = 4y Ui = S

6 Gaussian, Eq. (B.2) pe =10, py = 6,0, = 1.5, oy = 1.5

7 Gaussian, Eq. (B.2) te =10, py =6,0, =2, oy = 1.5

8 Gaussian, Eq. (B.2) fa =38, py = 6,0, =2, 0y = 1.5

9 Gaussian, Eq. (B.2) po = 38, py = 6,0, =15, oy = 1.5

10 Gaussian, Eq. (B.2) te =37, iy =5,0, =15, oy = 1.5

11 Double Gaussian, Eq. (B.3) pg, =8, py = 7,05, = 1.2, 0, = 1.5, pg, =12, 0, = 0.8
12 Double Gaussian, Eq. (B.3)  p,, =10, py =6,0,, = 1.2, 0, = 1.5, pg, =14, 0,, =1
13 Double Gaussian, Eq. (B.3)  p,, = 28, py = 6,0,, = 1.3, 0, = 1.5, pg, = 32, 04, = 1.1
14 Double Gaussian, Eq. (B.3)  p,, = 36, uy =6,0,, = 1.4, 0, = 1.5, pz, =40, 04, = 1.2
15 Double Gaussian, Eq. (B.3)  pg, =9, py = 6,05, =0.8, 0y = 1.5, pg, =11, 04, =1
16 Cosine, Eq. (B.4) ¢y =10, ¢y, = 6,5, =10, 5, =3

17 Cosine, Eq. (B.4) ¢z =20, ¢y, =8,5, =10, s, =3

18 Cosine, Eq. (B.4) ¢y =30, ¢y =7,5, =10, 5, =3

19 Cosine, Eq. (B.4) ¢z =40, ¢, = 6,5, =10, s, =3

20 Cosine, Eq. (B.4) ¢z =10, ¢y = 6,5, =9, s, =3

Table B.2: Microscopic initial distribution configurations and parameters for constructing the testing dataset.

Case ¢ Distribution Type Parameters

1 Uniform, Eq. (B.1) Britin = Dy Brveye = 1B, Yhwtin = Py ooz = 10

2 Uniform, Eq. (B.1) Zmin = 32, Tmax = 46, Ymin = 3, Ymax = 10

3 Uniform, Eq. (B.1) Britin = Dy Drwgwe = 1Yy Uhiatin = 4L Yoo = O

4 Uniform, Eq. (B.1) Tmin = 29, Tmax = 46, Ymin = 4, Ymax = 8

5 Uniform, Eq. (B.1) it = A Dwere = 1T Uhatin = 4L Yo = ©

6 Gaussian, Eq. (B.2) e =12, py =7, 04 =2, 0y = 1.5

7 Gaussian, Eq. (B.2) pe =11, py =5, 0, = 1.5, 0y = 2

8 Gaussian, Eq. (B.2) te =38, by =6, 0y =2, 0y =1.5

9 Gaussian, Eq. (B.2) Mo =39, by =5, 0, = 1.5, oy = 1.5

10 Gaussian, Eq. (B.2) e =37, by =7, 05 = 1.5, 0y = 1.5

11 Double Gaussian, Eq. (B.3) iz, =7, py =7, 05, = 1.1, 0y = 1.5, pig, = 11, 05, = 0.9
12 Double Gaussian, Eq. (B.3) iz, = 10, py =7, 04, = 1.2, 0y = 1.5, g, = 14, 05, =1
13 Double Gaussian, Eq. (B.3)  p,, =29, puy =6, 05, =1.3, 0y = 1.5, g, =33, 04, = 1.1
14 Double Gaussian, Eq. (B.3)  p;, = 37, py =6, 0, = 1.4, 0y = 1.5, g, =41, 04, = 1.2
15 Double Gaussian, Eq. (B.3)  p;, = 10, py =6, 05, = 0.8, 0y = 1.5, g, =12, 0., =1
16 Cosine, Eq. (B.4) cz =15, ¢cy =4, 5, =8, 5y, =3

17 Cosine, Eq. (B.4) cy =25, ¢y =6, s, =10, s, =3

18 Cosine, Eq. (B.4) Cz =35, ¢y =9, 5, =10, s, =3

19 Cosine, Eq. (B.4) Cpy =45, ¢y =17, 5, =5, sy =3

20 Cosine, Eq. (B.4) ¢z =15, ¢y =6, 5, =7, 5y =3
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C Density fields extraction via Kernel Density Estimation

Here, we provide additional details for the first step of the proposed framework, regarding the extraction of continuous
density profiles from discrete pedestrians’ positions. As already discussed in Section 2.2.1, we used KDE for this task,
following the general form in Eq. (6); here, we elaborate on the kernel selection, bandwidth tuning, and adjustments
for boundaries and obstacles.

The choice of kernel function directly influences the smoothness and continuity of the density estimate. Common
options include the uniform, triangular, Epanechnikov, and Gaussian kernels [106, 107]. The Epanechnikov kernel is
theoretically optimal for minimizing mean integrated squared error [108], but its bounded support can limit flexibility
in practice. In contrast, the Gaussian kernel is widely preferred due to its smoothness, infinite support, and analytical
tractability. Its multivariate form is given by:

- WQXP(_%(X—Xi(f))THl(X —x;(1))), (C.1)

where H is the symmetric positive-definite bandwidth matrix, x € R? is the spatial domain and x;(t) € R? is the
position of the ¢-th pedestrian.

Kpn(x —x;(t))

The choice of the bandwidth matrix, which in this case takes the form H = diag(h,, hy), plays a central role in
the KDE estimate. Small values of h;/h, result in undersmoothing and high variance, while large values can over-
smooth the density and obscure relevant features. Silverman’s rule of thumb [106], originally formulated for univariate
distributions, extends naturally to multivariate settings, indicating an optimal bandwidth:

4 1/(d+4)
h; =0; | —————

Y (N (d+ 2))
where NV is the number of data points, d is the number of spatial dimensions, in this case d = 2, and o; is the standard
deviation of the pedestrian positions along 7 = x, y spatial directions. However, in our case, Silverman’s rule resulted

in wide bandwidths, which did not allow us to consider sufficient detail in the density profiles. We thus tuned h /h,
to the values reported in Section 2.2.1.

; (C.2)

The standard symmetric kernels are known to introduce bias near domain boundaries, when handling cases where
periodic boundary conditions are imposed, such as in the z-direction of pedestrian flow in our configuration. These
artifacts arise because the kernel’s support extends beyond the domain, failing to reflect the periodic structure of the
system. To mitigate these artifacts, we define an extended support for the KDE in the z-direction. Let the physical
domain boundaries be z = a and z = b, and introduce a small displacement Az = b;—“, where n defines the extension
of the domain along x-direction; here, we tuned n = 5. We then define the extended domain as:

O = [a — Az, b+ Ax] X [c,d], (C.3)

while the support in the y-direction remains unbounded. To enforce continuity and reduce boundary-induced artifacts
in the x-direction, we further augment the observed positions with “ghost” particles near the domain edges. Let € =
Az define a threshold for proximity to the boundary. For each position x;(t) = (z;(¢),y;(t)) such that z;(t) < a +,
we introduce a “mirrored” pedestrians at

X () = (@i(t) = (b a),yi(D))-

Similarly, for every x;(t) such that z;(t) > b — €, we introduce a “mirrored” pedestrians at

2
x; () = (zi(t) + (b — a),yi(t))-
The resulting augmented set of pedestrian positions used for KDE is then given by

{0} = ()} U {0} U " (1) (C4)
A pseudo-code for the estimation of the density in 2 C R? is given in Algorithm C.1.

In the presence of obstacles, formally described as a subdomain I' C €2, the standard KDE must be adjusted to ensure
that the density vanishes within and along the boundaries of these regions. This is typically achieved by introducing a
binary mask function M (z, y):

[0, if(x,y) el CQ,
Mz, y) = {1, otherwise. €3
which is then applied to the initially estimated densities to enforce zero density in I', implying:
p((xi, y5),t) = M(zi, y;) p((@i, y5), 1), V(wi,y5) € Q. (C.6)

27



Next Generation Equation-Free Multiscale Modelling of Crowd Dynamics via Machine Learning

Algorithm C.1 Kernel Density Estimation (KDE) for extracting density fields from pedestrian positions.

Require: Number of pedestrians N, computational domain © = [a, b] X [c, d], spatial discretization n,/n,, obstacle
subdomain T = [a,, b,] X [cs,d,] C € and pedestrian positions {x;(t)}¥, € Q\T
Set bandwidth H = diag(hy, hy).
Set augmentation on z-direction Az = (b —a)/n
Define extended support Q%' to handle periodic boundary conditions > Use Eq. (C.3)
Discretize extended domain Q" in (n, + 2n,/n) x n, cells
Introduce “mirrored” pedestrians to form {x/(¢)} > Use Eq. (C.4)
Initialize zero density field p((z;,y;), t) across the extended domain Q™
for each pedestrianp = 1,2,..., N do > Account for “mirrored” pedestrians
Compute kernel contribution K, (x — x,(t)) over the extended support O > Use Eq. (C.1)
Add contribution to density field p((z;,y;),t)
end for
: Normalize p((x;,y;), t) with total number of pedestrians, N and “mirrored” ones
: Retrieve density p((x;,y;),t) in computational domain
: Employ binary mask function to ensure zero density in obstacle subdomain I, by setting > See Eq. (C.5)
p((@i,yi), ) <= M(zi, ys) - p((i,9),8) . .
: Compute total estimated density over the entire domain S(t) = 3,521 p((@i, y;), t)dxdy
: Normalize density field p((z;,y;),t) < p((x:,y;),t)/S(t)
return Normalized density p((x;, y;),t) across computational domain §2

PN R DD

Pt
W= O\

—_ =
W B

D Lag window size selection via the Bayesian and the Akaike Information Criteria

As discussed in Section 3.5, to determine the optimal lag window size w for the MVAR model, we used two
information-theoretic criteria: the Bayesian Information Criterion (BIC) and the Akaike Information Criterion (AIC)
[93-95] . These criteria provide a balance between model fit and complexity, and are used to avoid underfitting or
overfitting the temporal dynamics. Both tests work under the assumption of data stationarity. The BIC is defined as:

BIC(w) = —2In(L(w)) + kIn(ny), (D.1)

where L is the maximized likelihood of the model. For an MVAR model with d latent dimensions and w order of
the model, the total number of parameters is then k = d? - w. The AIC, which provides a different trade-off between

model complexity and fit, is given by:
AIC(w) = —21In(L(w)) + 2k. (D.2)

While AIC tends to favor more complex models and is better suited for short-term predictive accuracy in smaller
datasets, BIC imposes a stronger penalty on complexity, making it preferable for larger sample sizes. The log-
likelihood In(£(w)) is computed under the assumption of Gaussian noise, and is derived from the residual covariance
matrix of the MVAR model.

Finally, to select the optimal lag window w*, we evaluated the BIC and AIC for all candidate lags w €
{1,2,...,wma}. The chosen lag w* corresponds to the value of w that yielded the smallest BIC or AIC in this
range, i.e.,:
wpie = argmin  BIC(w), wxc= argmin AIC(w). (D.3)
we{1,...,Wmax } wE{L,...,Wmax }
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E Comparison of the “ground truth” density fields with the predicted ones, using
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(g) Ground truth density at time tg930 = 232.5s. (h) Predicted density at tg30 = 232.5s.

Figure E.1: Comparison of the “ground truth” 2(¢)(¢;,) and the predicted (¢)(t;,) normalized densities via the closed-
loop time-stepper in Eq. (36) using the MVAR(4) model for an unseen case of the testing set; initialization at the 6th
row of Table B.2. Panels (a), (c), (e), and (g) show the “ground truth” density distribution in 2, while panels (b), (d),
(f), and (h) show the predicted one, for the time steps to50 = 62.5, t500 = 1255, tygo = 195, and tg930 = 232.55s,
respectively.
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Figure E.2: Comparison of the “ground truth” 2(¢)(¢;,) and the predicted (¢) (¢, ) normalized densities via the closed-
loop time-stepper in Eq. (36) using the LSTM(4) model for an unseen case of the testing set; initialization at the 6th
row of Table B.2. Panels (a), (c), (e), and (g) show the “ground truth” density distribution in {2, while panels (b), (d),
(f), and (h), show the predicted one, for the time steps to50 = 62.5s, t500 = 1255, t750 = 195, and t939 = 232.55,

respectively.
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(g) Ground truth density at time tg930 = 232.5s. (h) Predicted density at tg30 = 232.5s.

Figure E.3: Comparison of the “ground truth” 2(¢)(¢;,) and the predicted (¢)(t; ) normalized densities via the closed-
loop time-stepper in Eq. (36) using the LSTM(9) model for an unseen case of the testing set; initialization at the 6th
row of Table B.2. Panels (a), (c), (e), and (g) show the “ground truth” density distribution in {2, while panels (b), (d),
(f), and (h) show the predicted one, for the time steps t250 = 62.55, t500 = 1255, t7g0 = 195, and 930 = 232.55,
respectively.
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