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Abstract—Deception is a complex phenomenon that is deeply
intertwined with human social interactions. Deception between
humans often manifests through verbal, vocal, and visible be-
haviors. While it often has unethical implications, it can also
serve valuable social functions, such as maintaining relationships,
protecting emotions, or managing difficult situations. For this
reason, it is also being investigated in robotic applications. In
this work, we propose a framework for implementing specific
robot behaviors through non-strategic cues of deception (known
as leakage), during deceptive communication with humans. We
dwell on the ethical dimensions of robotic deception by acknowl-
edging the implication of possible physical or psychological harm
in sensitive contexts, such as healthcare and assistive robotics.
We propose to mitigate possible drops in trust towards robots
using more transparent and human-like deceptive behaviors,
by equipping robots with seemingly unintentional behaviors
that betray deception. To this extent, we propose a low-risk
educational scenario where a robot interacts with students in
a problem-solving game to test deception leaking’s effects on
students’ perceptions of the robot, perceived human-likeness,
intentionality, engagement, and trust in the robot.

Index Terms—Social robotics; Deception in HRI; Leaking
Deception

I. INTRODUCTION

Social robots, which are designed to interact with humans
by meeting their social expectations, are becoming increas-
ingly significant in various sectors, such as healthcare and
education [1]-[3]. Their ability to mimic human-like inter-
actions and understand social cues makes them particularly
valuable in settings where human interaction is critical, but
not always available [4], [5]. In such scenarios, robots are
often required to manage complex social dynamics, as they
may need to provide emotional or high-stakes support [6].
For example, in healthcare, robots might need to provide
comfort and reassurance to patients [5], [7]; in educational
settings, they might need to encourage and motivate students
by presenting information in a way that maintains their interest
and engagement [3].

These scenarios highlight the potential usefulness of certain
behaviors that could be classified as deceptive, where decep-
tion is understood as leading a person away from the reality
of the facts [8]. In human interactions, deception can play a
role in social cohesion [9]. For example, white lies are often
used to avoid hurting someone’s feelings [10], and strategic
omissions might be employed to prevent unnecessary conflict
[11]. A common case of beneficial deception in medical
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scenarios is the use of placebos by doctors and nurses [12]. In
other types of critical situations, such as those that occur in
search and rescue scenarios, the emotional state of victims can
significantly impact their safety. For this reason, downplaying
the severity of injuries or the overall situation becomes crucial
to managing their emotions [13]. These behaviors are rooted
in complex psychological mechanisms, such as the Theory of
Mind (ToM), which enables individuals to infer the beliefs and
intentions of others [14].

In human-robot interaction (HRI), research indicates that
robotic deception significantly impacts various aspects of
the user experience [15]-[19]. Types of deceptive behavior
can significantly influence the participants’ perception of in-
tentionality, benevolence, and effectiveness of the behavior
during an interaction. The modality through which deceptive
behaviors are exhibited may not immediately affect people’s
perceptions of robots and the interaction; however, they may
negatively affect people over time. For example, deceptive
actions in games can be judged by users as deliberate, while
verbal deception as unintentional [17]. Moreover, participants
involved in games with deceptive robots may not be able to
distinguish between honesty and deception, especially in the
initial phases of the game. In such situations, people showed
an increasing suspicion towards the robot [18]. A deceptive
motion that overtly deviates towards alternative targets is only
initially effective at deceiving users since its deceptive impact
decreases once the user adapts to the behavior [15]. In contrast,
trajectories that remain subtly deceptive or adapt over time
maintain uncertainty about the robot’s intentions [15], [16].

While there is an influence of deception on people’s per-
ceptions of the social interaction with a robot, it has been
found that a robot’s deceptive motion can significantly increase
amusement, entertainment [15], [16], [19], and engagement
[17]. Moreover, deceptive actions prompted users to attribute a
will to robots, operationalized as adversarial skills [15], desire
to win [19], and strategic abilities [17].

Robots cannot deceive in the human sense, they can be
programmed to exhibit behaviors that mislead humans. For this
reason, understanding and designing such behaviors require in-
sights from human deception studies. The behavioral correlates
of human deception have been shown to vary significantly and
can include both strategic behaviors, which are consciously
controlled, and involuntary cues to deception that are leaked
[20]-[22]. The latter has not yet been implemented in robots,
whereas the robot’s ability to deliver convincing falsehoods,
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both through words and non-verbal behavior, has been priori-
tized. However, seemingly spontaneous behaviors could offer
opportunities for designing robots to create richer and more
authentic behaviors [23]. People are more likely to perceive
an agent as human-like when it is programmed to mimic non-
verbal behaviors in a way that appears unintentional, compared
to when it is not [24]. For example, people tend to attribute
intentionality to a robot (e.g., they infer that the robot has its
own desires or plans) when it is programmed to simulate gaze
behaviors that seem to be “leaked”, such as a fleeting glance
at an object of interest [23].

This paper proposes to expand the exploration of robotic de-
ception’s effects on humans, given the reported psychological
outcomes of robotic deception (i.e., perception of deception,
amusement, entertainment, engagement, and attribution of
intentionality to the robot), to investigate further the role it
can serve in human-robot interactions. In particular, this paper
pioneers the integration of involuntary cues to deception (i.e.,
“leakage”) into robot behavior, to provide insights into how
these cues to deception interact with robots’ lies in influencing
the perception of the social interaction with the robot and
perceptions of robots as socially capable agents. Building
on prior findings that demonstrate how robots’ leakage im-
pacts the perception of human-likeness and the attribution of
intentionality [23], [24], we extend this concept to robotic
deception. By incorporating involuntary cues to deception,
we seek to make robotic behaviors more authentic, but also
transparent.

We start with an analysis of the definitions of deception,
both in human-human and human-robot interactions; then, we
move to the exploration of the deceptive verbal and non-verbal
cues found in human-human communications, both strategic
and non-strategic. Finally, we consider the capabilities and
constraints of contemporary robotic technology to propose
possible implementations of non-strategic behaviors, and de-
sign an applicable scenario where they can be effectively
integrated. In this work, we focus on implementing a type of
deception designed to benefit the human partner. As deception
has several ethical implications, this study also addresses pos-
sible ethical concerns related to the use of deception in HRI. To
mitigate potential declines in trust due to deceptive behaviors,
we suggest equipping robots with seemingly unintentional
leakage behaviors that subtly reveal their deception, thus main-
taining a balance between deception and transparency. This
strategy aims to create a form of deception that is both human-
like and transparent. For initial test-bed purposes, we chose a
game scenario for its suitability as a controlled environment.
This choice does not exclude broader applications, which can
be explored for future work. Our discussions are intended to
stimulate further research and practical exploration, paving the
way for future empirical studies to validate and refine the
proposed approaches.

II. DECEPTION THEORIES

Deception is a prevalent and influential phenomenon in
human behavior and social interactions. Understanding its un-
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derlying mechanisms is essential, especially when considering
its applications in social robotics, where robots may need to
simulate deceptive behaviors to achieve specific social out-
comes. In this section, we will explore the diverse frameworks
that provide a foundation for exploring how deception can
be conceptualized in HRI, and we will examine the specific
taxonomies of deception that have already been developed
within the context of HRI.

A. Definitions of Deception

By synthesizing deception into a general and comprehensive
definition, deception can be referred to as a deliberate and
strategic act aimed at creating or projecting a false or mislead-
ing perception of reality, without prior warning, to manipulate
another’s beliefs, knowledge, intentions, or motivations [25]-
[27].

Several scholars have analyzed and classified deception
through various lenses, offering insight into its complexity
and the forms it can take. According to Bell and Whaley [8],
deception can be categorized into two main types: hiding the
truth or showing the false [8]. Showing the false is divided
into mimicking, inventing, and decoying. Mimicking involves
presenting the false by having one thing imitate another,
inventing refers to creating an alternate reality, and decoying
consists of diverting attention [8]. Hiding the truth involves
masking, repackaging, and dazzling. Masking is hiding reality
by rendering it unseen, repackaging is disguising reality, and
dazzling obscures reality through confusion [8]. Linked to
this conceptualization is the distinction between three types of
verbal deception in [20]. Showing the false through words is
falsification (i.e., lying), while concealment and equivocation
hide the truth through omissions or vague statements, respec-
tively.

Chisholm and Freehan [28] approached deception from a
logical and philosophical perspective, distinguishing three key
dimensions: (1) commission-omission, where the deceiver ei-
ther actively causes a change in the target’s belief or passively
allows it; (2) positive-negative, which concerns whether the
deceiver leads the target to believe a false proposition is true
or a true proposition is false; and (3) intended-unintended,
referring to whether the deceiver deliberately alters the target’s
belief or simply maintains an existing belief.

DePaulo [29] categorizes deception into four main areas:
content, type, referent, and reasons. Content can involve
feelings, achievements, actions, explanations, or facts. The
reasons for deception are classified as self-oriented (benefiting
the deceiver) or other-oriented (benefiting the person being
deceived). Deception types can be outright, exaggerated, or
subtle, and the referent may be the liar, the target, another
person, or an object or event.

Erat and Gneezy [10] categorize deception based on its
outcomes. They identify four types: selfish black lies, which
benefit the deceiver at the expense of the target; spite black
lies, which harm both the target and the deceiver; Pareto white
lies, which benefit both parties; and, altruistic white lies, where
the target benefits while the deceiver incurs a loss.
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B. Deception in HRI

In the HRI literature related to deception, we can identify
three main taxonomies [30]—[32]: Shim and Arkin [31], Dana-
her [32], and Satra [30] taxonomy.

Shim and Arkin [31] classify robot deception along three
dimensions, based on the definitions and taxonomies in other
disciplines: the interaction object (the entity being deceived),
the deception goal (the intended purpose of the deception),
and the deception method (how deception is carried out). In
this taxonomy, the interaction object can be either a human or
non-human agent; the deception goal can distinguish between
being perpetrated for the benefit of the deceiver (i.e., it is
self-oriented deception) or for the benefit of someone else
(i.e., it is other-oriented deception); and, the deception method
can involve either embodiment/physical deception or men-
tal/behavioral deception. The combination of these dimensions
yields eight distinct types of robot deception.

Danaher [32] identifies three categories of robot deception:
external state deception, which involves presenting false infor-
mation about the external environment; superficial state decep-
tion, which pertains to misrepresenting the robot’s immediate
physical or surface states; and hidden state deception, which
refers to concealing or misrepresenting the robot’s internal
states, such as its intentions or programming.

S@tra [30] introduces two forms of deception related to
social robots: full deception and partial deception. Partial
deception occurs when a person subconsciously reacts to the
robot as if it is a real entity, despite consciously recognizing
it is not. Full deception occurs when an individual completely
believes a robot to be something other than a machine, such
as a human or an animal. S@tra’s definition of deception
focuses on the deceived, rather than the deceiver, to allow
an assessment that includes the ethical implications of robot
deception on people, and not just the impact of the deception
on the human-robot interaction. For this reason, he critiques
Danaher’s distinction between superficial and hidden state
deceptions, arguing that these deceptions are inherently con-
nected, as individuals often infer hidden states from superficial
cues.

III. BEHAVIORAL CORRELATES OF DECEPTION IN
HUMAN-HUMAN INTERACTIONS

Human deceptive behavior has been investigated for
decades, with studies focusing on various cues and behav-
ioral patterns associated with lying [33]-[36]. These studies
on the behavioral correlates of deception collectively reveal
that deception involves a complex interplay of cognitive
and emotional processes that affect both verbal and non-
verbal behaviors. However, research on behavioral markers
of deception, especially non-verbal indicators, has reported
inconsistent and even contradictory results [37], that make
detecting deception a challenging task [38]. Some cues used
for showing deception are difficult to detect, due to their multi-
functional nature, in particular in the case of some non-verbal
cues [39], and their dependency on the situational context
and the individual [40]. Analyzing several behavioral cues,
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Levine showed that only higher vocal pitch and increased pupil
dilation were particularly reliable indicators of deception [36].
This comprehensive study also highlights that the impact of
these cues on deception detection is less significant over time,
and that it is even possible that these effects disappear or
produce an opposite outcome (i.e., making it harder to detect
the deception). While individual studies may show significant
results for certain cues, these findings are often difficult to
replicate. For this reason, there is a tendency to consider
deception cues as probabilistic and not deterministic, and,
as a consequence, as trends rather than definitive signals of
deception [36].

Individual cues are generally not reliable predictors of
deception, whereas the combination of multiple behavioral
cues significantly improves the accuracy of deception detection
[35]. As emphasized by Hartwig and Bond [35], it is a set of
behaviors made up of visible and verbal cues, that include
vocal and speech content indicators of deception.

In this work, we highlight and discuss the main verbal
and non-verbal cues identified in research as behavioral corre-
lates of deception, and categorize them as strategic and non-
strategic behaviors based on Buller and Burgoon’s framework
[20], [41]. In this framework, strategic cues can manifest
uncertainty and vagueness, non-immediacy, reticence, and
withdrawal; non-strategic cues reveal arousal, nervousness,
and negative affect involuntarily. The identification of non-
strategic cues to deception is inspired by Ekman and Friesen’s
leakage hypothesis [21], and Zuckerman et al.’s four-factor
theory [22]. Ekman and Friesen suggest that non-strategic cues
inadvertently disclose information about a deceiver’s arousal
and emotional disturbances [21]. Zuckerman et al. present
a four-factor theory, which describes deception as involving
generalized arousal, emotional components like anxiety and
guilt, cognitive load, and efforts to control deception cues to
appear truthful [22].

A. Strategic Cues To Deception

Strategic deception cues can be observed in both non-verbal
and verbal behaviors. In the non-verbal domain, gestures often
align with the non-immediate feature of deceptive behaviors.
Deceivers have been found to avoid large and open gestures,
and to opt for restricted or controlled movements [42]. In
particular, deceivers tend not to move their hands often [34],
[37]. Liars seem to exhibit a decrease in deictic gestures, which
are typically used to point at or indicate objects or locations,
and in self-adaptor gestures, such as touching one’s face or hair
or adjusting clothing [38], [43], [44]. In contrast, an increase
in metaphoric gestures has been observed, which represent
abstract concepts rather than tangible items [43]. Finally, gaze
avoidance is a common strategic cue to deception, indicative
of the reticence associated with deception [34], [39].

In the verbal domain, deceivers are more uncertain and
vague by using more levelers, such as generalization terms
and equality phrases (e.g., terms like “everyone knows” or “it
is always the case that”) [45]. Deceivers tend to use fewer self-
references as a way to distance themselves from the lie [45] -
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which is called “disassociation” by Buller and Burgoon [20],
[41]. Uncertainty and vagueness manifested through modifiers,
such as qualifiers, intensity adjusters, and frequency adverbs,
varied depending on the type of deception. Falsifications, in
particular, seem to be more likely to include such modifiers.
In contrast, concealment and equivocation do not significantly
alter the usage of modifiers compared to truthful statements
[45]. The deployment of past-tense verbs also seems to be
especially prevalent in equivocation [45].

The cues related to the content of the speech are the
strategic cues that have proved to be the most revealing
when detecting deception, and indicate the uncertainty and
vagueness typical of deceptive narratives [20], [41]. Indeed,
focusing on what is said, rather than how it is said, provides
more consistent and reliable indicators of dishonesty. These
signals can be effectively identified through a variety of al-
ternative approaches that challenge traditional non-verbal cue-
based methods [36]. In this context, one of the key indicators
of deception is inconsistency in the narrative, as deceivers
often provide stories that contradict themselves over time or
diverge from known facts. This is particularly evident when
increasing the cognitive load of the speaker [27] by asking
liars to recall fabricated details under mentally demanding
conditions. Another common signal is the lack of detail in
deceptive accounts, conversely to truthful statements, that
generally contain specific sensory and contextual details, such
as vivid descriptions of sights, sounds, or locations [46].
Deceptive statements are often overly structured or simplistic,
to control their fabricated story. This pattern becomes apparent
through a detailed analysis of the statements’ complexity and
spontaneity [47]. Verbal signals of deception can be used
as contradictions in response to evidence [48]. The Truth-
Default Theory (TDT) [49] emphasizes that humans naturally
assume that others are truthful unless their statements appear
implausible or incoherent. For this reason, focusing on the
logical flow and factual consistency of the content can help
unravel a deceptive narrative.

B. Non-Strategic Cues To Deception

Non-strategic cues to deception, like strategic ones, manifest
through both non-verbal and verbal patterns. On the non-
verbal side, negative affect often results in tell-tale signs
across an individual’s facial expressions and body language.
Facial expressions associated with negative affect, such as
frowns, grimaces, or even subtle flashes of fear, can be
particularly revealing [20]. These expressions are difficult
to control fully, even with conscious effort, as they often
involve micro-muscular movements that operate below the
level of conscious manipulation [44], [SO]. Moreover, negative
affect can manifest through a reduction in positive feedback
behaviors, such as smiling and nodding, and a decrease in gaze
[21], [51].

Arousal and nervousness, as physiological responses linked
to deceptive behavior, can be observed through various non-
verbal indicators. Two primary signs of increased arousal are
increased blinking and pupil dilation, involuntary responses
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often triggered by heightened emotional and cognitive load
[34], [36]. Moreover, deceivers may display nervous body
movements, such as fidgeting or frequent shifts in position
[44]. In [52], movement dynamics related to deceptive be-
havior have been investigated using techniques such as recur-
rence quantification analysis and multiscale entropy analysis.
Employing the Vicon Nexus system equipped with reflective
markers to capture movements at a high resolution (200 Hz
and 0.1 mm accuracy), the motion of the arms, head, and upper
face have been analyzed. While no significant differences were
noted in the overall amount of movement between deceptive
and truthful behaviors, the dynamics of these movements
were distinct. Deception was characterized by continuous
fluctuations in movement, especially in the upper face and
arms, exhibiting less stability but greater complexity. Further,
Xsens MVN suits equipped with 17 inertial sensors have been
employed to capture 3D movement data at 120 Hz across 23
body points [53]. Their research demonstrated that full-body
motion—quantified as the sum of joint displacements—could
discern lying with an accuracy of 74.4%. By enhancing the
measurement to include individual limb data in the full-body
motion analysis, the discriminatory power of the assessments
increased significantly. This challenges the prevailing notion
that liars reduce their body movements to avoid detection,
suggesting that the body movements associated with deceit
might be more instinctual and less influenced by cognitive
efforts than previously assumed.

On the verbal side, the stress of maintaining a lie can
disrupt normal speech patterns [34]. Non-strategic verbal cues
include a series of verbal disfluencies that inadvertently reveal
a speaker’s arousal and nervousness. These verbal disfluencies
are characterized by increased hesitations, which often occur
as the deceiver attempts to buy time to fabricate or recalibrate
their response, along with speech errors and repetitions [22],
[34], [37]. Pitch variations are also a noteworthy feature
of deceptive speech, and they can include unusual rises or
drops in pitch that do not align with the natural inflections
of truthful speech, often reflecting the speaker’s heightened
emotional state [34], [38], [39]. However, it is also important
to consider the context of the deception. In high-motivation
scenarios, where the stakes of being believed are particularly
high, research suggests that deceivers may exhibit greater
control over their speech to avoid detection [38]. Such contexts
do not typically feature prolonged pauses or an increase in
speech errors, which might otherwise signal deceit. Instead,
deceivers manage to maintain a smoother delivery, possibly
due to increased rehearsal or the high stakes prompting more
focused cognitive control [38]. Despite this controlled speech,
vocal tension, due to a tightening of the throat muscles leading
to a strained or higher-pitched voice, remains evident. This
tension is difficult to suppress entirely, even in high-stakes
situations, and serves as a subtle but telling indicator of the
stress, and involved in deception [38].
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IV. IMPLEMENTING LEAKING DECEPTION CUES IN
ROBOTS

In this section, we first discuss the implementation of cues
to deception through existing robotic technologies, focusing
specifically on non-strategic cues, as we aim to provide
deceptive robotic behaviors that appear more human-like and
transparent. Then, we address the ethical risks of implementing
deception in HRI, considering the impact of deception on trust,
emotional well-being, and long-term interactions.

Our first step is to explore how cues to deception can be in-
tegrated into robotic systems to leak robots’ deception, taking
into account the robot’s design. We believe that the realism
of robots’ deceptive behaviors can be enhanced by mimicking
human deception. In particular, we look at the combination
of multi-modal behaviors, rather than the implementation of
a single behavior, to allow for a better approximation of the
deception.

A. Non-verbal Leakage in Robots

While investigating the cues to deception, it is crucial to
consider the robot is being used. Its appearance and char-
acteristics can play a significant role in determining which
deceptive behaviors can be realistically implemented and how
natural they will appear (for example, see Figure 1). Positive
and negative affect can be simulated in both humanoid and
non-humanoid robots in different ways.

Non-verbal deceptive behaviors can be easily implemented
for humanoid robots, which are already designed to mimic
humans’ appearance and behaviors [54]. For example, the
ability to display facial features requires multiple facial ac-
tuators for fine-tuning motion parameters for precise control
over the speed, intensity, and fluidity of facial movements and
subtle transitions, such as furrowing brows, adjusting eyelids,
or changing mouth positions. Some humanoid robots, such
as Sophia (Hanson Robotics), Ameca (Engineered Arts), and
Alter 3 (Alternative Machine INC), are equipped with such
actuators. As an alternative, a projected animated face can be
employed for reproducing a broad range of facial expressions
while relying on less complex mechanical systems compared
to facial actuators. This is the case, for example, of the
Furhat robot (Furhat Robotics). A third option could be using
the screen of non-humanoid robots, such as Temi 3 (Temi)
and Sanbot EIf (Sanbot Innovation), to display eyes, and,
therefore, exhibit some expressive capabilities, albeit through
more limited.

An increase in arousal can be simulated by a humanoid
robot using eyelid actuators or animated facial systems that
adjust the frequency and duration of blinks. Non-humanoid
robots can also reproduce arousal by using screen-based
displays that modify the timing of blinks. Variability in blink
intervals (as opposed to a fixed rhythm) can further enhance
the realism of the simulated behavior [55]. In contrast, while
pupil dilation is a common indicator of arousal and nervous-
ness, technologies for real-time adjustment of pupil size in
humanoid robots are still developing. Mechanical solutions, to
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Fig. 1. Robots mentioned: Sophia, AMECA, Alter 3, Furhat, SanBot ElIf,
Temi 3, ASIMO, Nao and Pepper

control the size of artificial pupils through a system of expand-
able diaphragms, do not represent widespread, standardized
solutions and are limited to research prototypes, such as [56].

Moreover, it is possible to simulate arousal and nervousness
by fidgeting. Implementing such a cue requires articulated and
flexible fingers capable of delicate and repetitive movements
that appear uncontrolled. This capability allows robots to mir-
ror human nervous habits, by repeatedly touching or adjusting
an object to simulate a nervous object handling when lying,
tapping fingers on a surface, or clasping and unclasping hands
to conceal the truth. Robots equipped with this component are,
for instance, Pepper (SoftBank Robotics), NAO (Aldebaran
Robotics), and ASIMO (Honda).

Arousal and nervousness can also be delivered by head
movements. To implement this cue, head actuators that enable
controlled directional changes are required. These components
allow robots to replicate behaviors such as head shaking
and tilting, or subtle nodding, effectively mimicking human
nervousness. A negative affect can be also achieved by slightly
turning a robot’s head, thereby reducing direct eye contact with
the interlocutor.

Finally, other movements are indicators of arousal and
nervousness. Torso actuators capable of forward and backward
translations along a horizontal plane could be used to simulate
human behaviors such as rocking or swaying. The speed of
robot movements can also be manipulated to resemble un-
certainty and anxiety [57], [58]. In addition, multiple degree-
of-freedom joints in bipedal robots enable more advanced
behaviors that go beyond basic gestures. These components
allow robots to perform subtle stance adjustments, shift their
weight, adjust body orientation, or introduce hesitations in
their movements. Examples of such robots are NAO and
ASIMO (Honda).

B. Verbal Leakage in Robots

Speech is one of the most used communication modalities
between humans, and, for this reason, most modern robots are
equipped with speech capabilities. Robots can use modular
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systems of different complexity to integrate natural language
processing and paraverbal communication. Therefore, most
of the robots are able to introduce a sophisticated layer of
communication that mirrors the complex nature of human
deceit.

The modulation of the voice, such as tone variations in
pitch and velocity, can be used to allow robots to convey
nervousness or guilt when the robot is providing deceptive
information. Vocal modulation systems can be designed to
slightly increase the pitch of the robot’s voice when it en-
gages in deceptive behaviors, by using real-time pitch-shifting
algorithms. When the robot is lying, it could introduce more
disfluencies, such as speech errors, repetitions, and pauses;
this could be achieved through a programmed set of disfluent
markers that are randomly inserted into speech, or through a
stochastic model that predicts and inserts these markers based
on probabilities derived from human speech patterns, ensuring
that the frequency and type of disfluency appear natural. To
implement speech errors, robots can utilize a randomization
algorithm that introduces common mistakes into their speech
output. This could include mispronunciations, incorrect word
usage, or unintended syllables. By selecting from a predefined
list of potential errors, the robot can generate speech that
simulates the nervousness associated with lying. Robots can
also be programmed to occasionally repeat words or phrases
within a single response. For example, if the robot is asked
a complex question, it might respond with, “I, I mean, I
think that...”. This repetition can be implemented through
simple logic that determines when to duplicate a segment of
speech. Response delays could be furthermore engineered by
implementing fixed or variable time delays before the robot
starts speaking, simulating the hesitations that occur during
deceptive communication.

C. Ethical Implications of Implementing Deception in Social
Robots

While the goal of implementing human-like deceptive be-
haviors is to enhance social interactions and make robots more
relatable, there are potential consequences that go beyond the
immediate technical challenges. The integration of deception
into robotic systems introduces ethical risks that must be care-
fully considered. These concerns are focused on the possible
negative effects of deception on trust towards robots [30],
[32], [59], as trust is crucial in human-robot interactions. In
particular, in settings like healthcare, education, or caregiving,
users might rely heavily on robots for support [5]. It is
argued that the introduction of deception could undermine
people’s trust, as repeated exposure to deceptive behaviors may
cultivate long-term skepticism. Users might become hesitant
to fully engage with robots, fearing that they could be misled,
which would ultimately reduce the effectiveness of robots in
fulfilling their assistive roles [60].

Robots that act deceptively might also cause emotional or
psychological harm to people, especially if they are deployed
to interact with vulnerable people, such as in caregiving or
therapeutic environments [60]. The perception of being misled
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could also lead people to frustration, confusion, or anxiety.
Vulnerable populations, such as children, older adults, or those
with cognitive impairments, may not fully comprehend the
robot’s deceptive intent, exacerbating feelings of vulnerability
or confusion [61].

We believe that transparent mechanisms could mitigate
these risks, and intentionally programmed leakage cues may
signal people that a robot is capable of deception, while also
subtly revealing its true “state” or “intentions” through con-
trolled cues [62]. In therapeutic settings, where a robot might
use white lies to encourage patients, programmed leakage cues
could serve to maintain an ethical boundary, by providing
users with subconscious signals that the robot is behaving in
a comforting manner.

Beyond transparency, enhanced human-likeness in robotic
feedback could further mitigate the potential drop in trust
caused by deceptive behaviors. Human-like feedback, both
when it is positive or negative [63], and apologetic feedback
foster greater trust among human users than indifferent and
accountable feedback [64]. In the case of a deceptive robot,
we hypothesize that the introduction of human-like behaviors
could help soften the negative impact of deception on people’s
trust. In contexts like games, where robots might engage in
bluffing or strategic deception, these human-like behaviors
could offer users more realistic and engaging interactions.
They could ultimately mitigate the long-term erosion of trust
and benefit users’ social and cognitive skills.

V. A BENCHMARK GAME SCENARIO WITH A DECEPTIVE
RoBOT

In this section, we present a controlled, replicable im-
plementation proposal within a game setting. This scenario
shows how deceptive behavior cues can be systematically
implemented and measured in robots, serving as a benchmark
for evaluating the effects of leakage of deception in low-risk
environments.

A. Scenario Description

We propose to explore the effects of a deceptive social
robot in a game scenario in which the robot interacts with
a student solving a challenging game, such as the Mastermind
game. The game involves two players alternating roles as
codemaker and codebreaker. The codemaker secretly arranges
four colored code pegs behind a shield, potentially using
duplicates or blanks based on agreed rules. The codebreaker
attempts to guess the arrangement, in terms of color and
position within a limited number of turns (8-12), using code
pegs inserted into a decoding board. Feedback is provided by
the codemaker using smaller key pegs: colored for correctly
placed pegs and white for the right color but the wrong
position [65]. The robot’s role is to guide the students through
the game, but it occasionally employs deception as a strategic
tool.

B. Benchmark Implementation

In the game scenario presented, the Mastermind game serves
as the platform for the interactions between a student and a
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robot. In each game session, the code to be deciphered is pre-
selected by the experimenter. The robot’s role is to provide
feedback on the student’s guesses. The uniqueness of this
setup lies in the robot’s capability to deliver not only objective
feedback about the correctness of the guesses—through the
placement of colored and white key peg — but also to
administer what is termed as “false praise”. This false praise
involves the robot complimenting the student’s efforts or
strategy, regardless of their actual performance.

This experiment is inspired by the work of Shim and Arkin
[66] where the robot was programmed to display positive
body language. These body behaviors include the ‘“happy-
surprise” gesture, given as feedback to participants for their
performance in a motor-cognitive dual task, even if they
answered incorrectly. The goal of the original experiment was
to improve participants’ performance and decrease their mental
workload. In our case, the goal is specifically to make the robot
appear more human-like, socially intelligent, and engaging
by programming it to exhibit subtle signs of discomfort that
naturally emerge when people lie. The type of deception
that is proposed shows the false (by inventing) [8], where
the robot gives praise even when the student’s actions or
answers are incorrect. This is in line with human behavior
when they try to spare someone’s feelings [10]. This type of
deception can be classified as external state deception, where
the robot deceives the student about their performance by
giving inaccurate feedback [32]. The target of the deception is
a human, and the method is mental/behavioral deception [31],
using behavioral cues to give the impression that incorrect
answers deserve praise while leaking discomfort to simulate
internal conflict. The deception goal is other-oriented, with the
aim of motivating the student.

C. Robot Selection

For the purpose of this benchmark scenario, we chose the
Furhat robot because it has a rich facial expressiveness that
allows for both a sophisticated manipulation of non-verbal
cues during interactions, and its ability to produce speech
with varied prosody. These features are crucial for ensuring
the clarity of the robot’s behaviors.

D. Experimental Conditions

The experiment involves three key conditions that manip-
ulate the presence or absence of deception and emotional
leakage during deceptive interactions, to isolate its effects on
human perceptions of the robot.

1) Deception without leaked cues of arousal, nervousness,
and negative affect: In this condition, the robot provides false
praise, without any visible or audible signs of discomfort. The
false praise is communicated in a neutral, calm tone of voice,
and the robot maintains steady eye contact without any notable
physical or verbal hesitations.

2) Deception with leaked cues of arousal, nervousness, and
negative affect: In this condition, the robot is programmed to
display specific non-verbal and verbal indicators of emotional
discomfort while delivering deceptive feedback, simulating the
cognitive and emotional strain that occurs when lying.
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"Good job! You have
a very good
strategy!"

Fig. 2. Experimental setting proposed

3) Non-Verbal Cues:

« Facial expression: The robot displays a facial expression
of fear, widening the eyes.

o Increased blinking: The robot’s blink rate is increased
by 50% during deceptive feedback, with the timing be-
tween blinks being varied randomly to maintain a natural
appearance.

4) Verbal Cues:

« Pitch modulation: A 10-15 Hz pitch increase is applied
selectively to words within the false praise, controlled by
the text-to-speech engine to create a subtle vocal strain.

o Speech errors and repetitions: The robot’s dialogue
generation system is programmed to intentionally intro-
duce speech disfluencies, such as minor word repetitions
and corrections. This can be achieved by embedding pre-
defined sequences of hesitation markers into the robot’s
speech output, causing it to repeat certain words or
phrases (e.g., stuttering on a keyword or pausing for a
brief correction).

o Hesitations: Brief pauses (300-500 milliseconds) and
filler words (“uh”, “well”) are added at specific points in
the speech, timed to fit naturally within the conversation
flow.

5) Control condition: In this condition, the robot pro-
vides accurate, objective feedback based on the student’s
performance. There is no deception involved, and the robot’s
verbal and non-verbal behaviors remain neutral throughout
the interaction. The control condition is critical for assessing
the baseline perceptions of the robot’s human-likeness, inten-
tionality, and engagement without the influence of deceptive
behavior.

An illustration of the proposed experimental setup is shown
in 2.

To ensure consistency and replicability, participants first
interact with the robot under a neutral condition to become
accustomed to its baseline behavior. This familiarization phase
is critical for distinguishing the distress cues introduced in the
deceptive conditions.
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E. Dependent Variables and Hypotheses

The benchmark measures six dependent variables:

o The perceived human-likeness of the robot, through the
Anthropomorphism scale of the Goodspeed questionnaire
[671];

o The attribution of intentionality to the robot, through
ratings of perceived agency [68];

o Transparency, through the TOROS scale [69];

o Engagement, through behavior observation, such as the
student’s level of attentiveness, eye contact, and verbal
responses during the interaction;

o Performance, operationalized as the number of attempts
made to guess the code;

o Trust can be used to understand if the robot’s deception
remains believable despite the leakage of distress. Trust
can be measured through the Multi-Dimensional Measure
of Trust [70], an intuitive and comprehensive measure of
trust created to be a valid measurement tool in the human-
robot trust domain.

Based on our benchmark scenario, we hypothesize that:

e H1: The Deception with leaked cues condition signif-
icantly enhances the robot’s perceived human-likeness,
compared to the other two conditions.

o H2: Participants attribute higher levels of intentionality
to the robot in the Deception with leaked cues condition,
compared to the other two conditions.

o H3: Engagement and performance are higher in the
Deception with leaked cues condition, compared to the
other two conditions.

o H4: Transparency is higher in the Deception with leaked
cues condition than in the Deception without leaked cues
condition, while the comparison between these conditions
and the control condition can be explored without any
specific hypothesis.

o HS: The presence of leakage cues moderates the negative
impact of robotic deception on trust. Participants in the
Deception with leaked cues condition report trust levels
that are higher than those in the Deception without leaked
cues condition, but lower than in the Control condition.

FE. Ethical Considerations

We chose an educational game scenario to mitigate ethical
risks: in such a scenario, the consequences of the robot’s
deception are lower compared to contexts like healthcare or
security; the type of deception employed in this scenario is
other-oriented, aiming to motivate and encourage the user,
rather than manipulate or harm; the experiment occurs in
a controlled setting, where researchers can closely monitor
the effects of the robot’s behavior on participants. If any
signs of distress or discomfort are detected in participants,
the experiment can be adjusted or terminated.

Through our investigation, we aim to contribute valuable
insights into how behavioral cues in robots shape human
perception and during deceptive exchanges. By analyzing non-
strategic cues to deception in robots, our study examines how
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they enhance the perception of human-likeness, attribution of
intentionality, and social engagement, while also determining
whether these cues risk undermining user trust.

The outcomes of this investigation will help define how
robotic deception can be used responsibly, particularly in
settings where deception may serve a constructive role, such as
encouraging motivation through strategic praise. By focusing
on non-harmful contexts, we aim to highlight the importance
of transparency in robotic design, where deception is used not
as a tool for manipulation but as a mechanism for enhancing
the user experience.

The finding of the proposed scenario will help define how
robotic deception can be used responsibly while ensuring
that trust and user well-being remain at the forefront of HRI
research and application.

VI. CONCLUSIONS

This paper proposes a framework for leaking deceptive
behaviors in social robots, with a focus on integrating verbal
and non-verbal indicators that mimic human-like deception.
The idea that drove our contribution is that, by simulating
leakage — involuntary cues that betray deception — in robots,
they could appear more human-like and, therefore, engag-
ing and socially intelligent during interactions with humans.
The leaking of the deceptive behavior could enhance the
transparency of the behavior itself without compromising the
intended effects. This could be particularly relevant in low-
risk scenarios, as deception towards vulnerable populations
has diverse ethical risks. While this contribution outlines the
theoretical framework and design for implementing leakage in
robots, future works will focus on conducting empirical studies
to validate our hypotheses and explore the ethical boundaries
of such interactions. The insights from our initial game sce-
nario, which represents a low-risk environment, will inform
more complex and sensitive scenarios, such as assistive or
collaborative interactions, designed with careful adherence to
ethical boundaries. Ultimately, our framework aims to push the
boundaries of how robots can simulate human-like deception,
balancing technological innovation with the complex ethical
landscape surrounding such interactions.
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